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Abstract 

This dissertation explores a novel cycle-consistent convolutional neural network 

(CNN) application for seismic impedance inversion. The acoustic impedance is a valuable 

source of information for reservoir geophysics, as it is a subsurface layer parameter 

intrinsically related to petrophysical properties used for reservoir simulations. Deep 

learning-based seismic inversion has recently gained significant attention due to its 

capacity to establish non-linear relationships between observed data and model 

parameters, producing robust acoustic impedance estimates. I employed a 1D cycle-

consistent CNN to perform the high-resolution seismic impedance inversion in the 

turbidite reservoirs of the Jubarte Field, Campos Basin, Brazil. The neural network was 

trained using geostatistics-based pseudo-wells with high pattern variability. Before 

applying the trained CNN in the real dataset, I performed the seismic data pre-

conditioning to remove high and low-frequency noises affecting the data amplitudes, 

making the dataset more suitable for seismic impedance inversion. The results show that 

the deep learning-based inversion produced a high-resolution estimate, allowing an 

accurate internal characterization of turbidite lobes. Quantitatively, the estimated average 

correlation coefficient in the eight wells evaluated in this study was 0.78. I observed that 

the pre-conditioning step was important for this application since the 1D architecture 

utilized could not deal appropriately with the noise as it disregards lateral connections. 

2D and 3D networks may address this issue. Compared to the open-loop CNN and the 

traditional model-based inversion, the cycle-consistent network produced the best 

estimate, with good lateral continuity, vertical resolution, and correlation. Therefore, I 

support that modern deep-learning architectures like the one presented can be efficiently 

integrated into reservoir characterization workflows to enhance subsurface assessment. 

 

 

 

 

Keywords: convolutional neural network, seismic impedance inversion, cycle-consistent 

loss, turbidite reservoirs 
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Resumo 

Esta dissertação explora uma aplicação inovadora de uma rede neural 

convolucional (CNN) de ciclo consistente para a inversão sísmica acústica. A impedância 

acústica é uma fonte de informação valiosa, pois ela é uma propriedade de subsuperfície 

intrinsecamente relacionada com propriedades petrofísicas usadas para simulações de 

reservatórios. A inversão sísmica baseada em métodos de aprendizado de máquina 

profundos ganhou grande atenção recentemente devido à sua capacidade de estabelecer 

relações não-lineares entre os dados observados e os parâmetros do modelo, produzindo 

estimativas de impedância acústica robustas. Eu empreguei uma CNN de ciclo consistente 

para realizar a inversão sísmica acústica de alta resolução nos reservatórios turbidíticos 

do Campo de Jubarte, Bacia de Campos, Brasil. A rede neural foi trainada usando pseudo-

poços baseados em geoestatística com alta variabilidade de padrões. Antes de aplicar a 

CNN treinada no dado real, eu realizei o pré-condicionamento do dado sísmico para 

remover ruídos de alta e baixa frequência afetando as amplitudes, tornando o dado mais 

propício para a inversão sísmica acústica. Os resultados mostram que a inversão baseada 

no método de aprendizado de máquina profundo produziu uma estimativa de alta 

resolução, permitindo uma caracterização interna precisa dos lobos turbidíticos. 

Quantitativamente, o coeficiente de correlação médio estimado nos oito poços utilizados 

neste estudo foi de 0.78. Eu observei que o pré-condicionamento sísmico foi importante 

para esta aplicação, dado que a arquitetura da rede 1D não foi capaz de lidar de forma 

adequada com os ruídos, pois ela desconsidera conexões laterais. Redes 2D e 3D podem 

superar esta limitação. Comparado com a CNN de ciclo aberto e a inversão baseada no 

modelo convencional, a rede de ciclo consistente produziu a melhor estimativa, com boa 

continuidade lateral, resolução vertical e correlação. Portanto, eu apoio que arquiteturas 

de redes neurais de aprendizado de máquina profundo como a apresentada podem ser 

efetivamente integradas dentro de fluxos de caracterização de reservatórios para melhorar 

a avaliação de subsuperfície. 

 

Palavras-chave: redes neurais convolucionais, inversão sísmica acústica, função de 

custo de ciclo consistente, reservatórios turbidíticos 

  



 

ix 

 

List of Figures 

Figure 1: Results of seismic impedance inversion in the salt bodies of the Tupi 

Field, Santos Basin: (a) seismic amplitude; (b) acoustic impedance. Source: Teixeira et 

al. (2020). .......................................................................................................................... 4 

Figure 2: Features from different layers of the neural network learned in a deep 

learning-based seismic impedance inversion. Source: Wang et al. (2022). ..................... 5 

Figure 3: Image generated through artificial intelligence. It was created with the 

Microsoft Designer, which utilizes a DALL-E 3 background. The prompt to generate the 

image was “Recreate Wanderer above the Sea of Fog from Caspar David Friedrich in 

Brazil.” .............................................................................................................................. 8 

Figure 4: Linear regression achieved through the maximum likelihood estimate, 

showing (a) training samples, prediction, and error; (b) contour surfaces of the residual 

sum of squares term. Source: Murphy (2012). ............................................................... 13 

Figure 5: Representation of the perceptron algorithm. This neural network takes 

an input vector and performs the dot product with the network weights. The scalar is fed 

to an activation function that yields the class to which the input belongs. After Rosenblatt 

(1957). ............................................................................................................................ 14 

Figure 6: Training and validation metrics of the perceptron for 200 epochs and 

the estimated linear decision boundary. The linear decision boundary derived utilizing a 

single-layer neural network cannot separate the two classes. Source: Raschka and 

Mirjalili (2019). .............................................................................................................. 15 

Figure 7: Training and testing metrics of the multi-layer perceptron for 200 

epochs and estimated non-linear decision boundary. The non-linear decision boundary 

derived in the MLP enables the separation of the two classes in the dataset Source: 

Raschka and Mirjalili (2019). ......................................................................................... 16 

Figure 8: Venn diagram showing the relationship between artificial intelligence, 

machine learning, and deep learning. After Russell and Norvig (2010), LeCun et al. 

(2015), Goodfellow et al. (2016), Aggarwal (2018), and Raschka and Mirjalili (2019).

 ........................................................................................................................................ 17 



 

x 

 

Figure 9: This is an example of an MLP network in which information flows from 

the input layer to the output layer, passing through the hidden layers. Each hidden layer 

contains its respective hidden units. The input layers take the values of the input features. 

Source: LeCun et al. (2015). ........................................................................................... 18 

Figure 10: Numerical example of the MLP. The weight parameters are ×ρ πȢρ, 

×ς πȢρυ, ×σ πȢρ, ×τ πȢπυ, ×υ πȢρ, ×φ ȤπȢπς, ×χ ρς, and ×ψ ω. The 

bias terms are Âρ Ȥρυ, Âς Ȥρυ, and Âσ ςπ. The output of the first hidden unit, after 

the sigmoid activation function, is Ùρ πȢσχ, and the one of the second hidden unit 

also after the activation is Ùς πȢπτχ. The first forward pass yields Ù ςτȢωυ. ..... 19 

Figure 11: An example of a CNN for image classification. Some layers are 

responsible for learning the main features of the input data, while the last layers yield the 

respective class of the input. Source: https://towardsdatascience.com/a-comprehensive-

guide-to-convolutional-neural-networks-the-eli5-way-3bd2b1164a53.......................... 24 

Figure 12: Convolution operation of an input image with dimensions 3x4 with a 

2x2 kernel. Each position of the output is defined as the sum of the element-wise product 

of the two arrays. Source: Goodfellow et al. (2016). ..................................................... 25 

Figure 13: Convolution of different 3x3 kernels with the same input image. The 

first filter is the vertical Sobel filter, the second one is the Laplacian filter, and the last 

one is initialized with random weights. Each filter extracts different features from the 

input image. .................................................................................................................... 26 

Figure 14: Different non-linear activation functions are applied to the same input 

image. The input image is the output of the convolution with the vertical Sobel filter. The 

first activation is the ReLU, the second is the leaky ReLU, and the last is the tanh. All 

activations introduce non-linearity to the neural network, with specific properties 

desirable for designated problems. ................................................................................. 27 

Figure 15: Example of two downsampling techniques: max pooling and mean 

pooling. Source: Raschka and Mirjalili (2019). ............................................................. 28 

Figure 16: Different pooling functions for downsampling applied to the input 

image. The input image is the output of the convolution with the vertical Sobel filter and 

the ReLU non-linear activation. The input image has dimensions 1024x1024, and the 

downsampled version has dimensions 512x512. ............................................................ 29 



 

xi 

 

Figure 17: Sequential application of the max pooling functions, halving the 

dimensions of the input image. ....................................................................................... 29 

Figure 18: Loss landscape of (a) raw features and (b) normalized features. When 

the input is batch normalized, the gradient descent converges faster and with more 

stability to the minimum of the loss function. Source: adapted from 

https://towardsdatascience.com/batch-norm-explained-visually-how-it-works-and-why-

neural-networks-need-it-b18919692739. ....................................................................... 30 

Figure 19: Kernel shape for the forward and backward passes. Source: Aggarwal 

(2018). ............................................................................................................................ 31 

Figure 20: U-Net architecture. Source: Ronneberger et al. (2015). ................... 33 

Figure 21: Comparison between the seismic impedance inversion achieved 

utilizing (a) the cycle-consistent CNN and (b) the conventional model-based inversion. 

Source: Ge et al. (2023). ................................................................................................. 35 

Figure 22: Facies simulated through McMC, pseudo-logs of acoustic impedance, 

and their respective seismic forward modeling using random Ricker wavelets and signal-

to-noise ratios. The yellow, green, and blue intervals in the facies track represent the 

sandstones, shale, and carbonates. .................................................................................. 43 

Figure 23: Architecture of the cycle-consistent CNN. The inversion subnetwork 

I takes as input the seismic amplitude S and outputs a relative acoustic impedance ZH. 

This output is added to the background trend ZL, and the result is the input of the forward 

subnetwork F. ................................................................................................................. 46 

Figure 24: U-Net architecture adopted in the inversion subnetwork for seismic 

impedance inversion. The architecture of the forward subnetwork is similar, but the input 

is the absolute acoustic impedance, and the output is the seismic amplitude. ............... 47 

Figure 25: Loss and correlation coefficient history in training and test sets. .... 49 

Figure 26: Evaluation of seismic impedance inversion in the test dataset. In (a), 

the inverted acoustic impedance (:2) matches the label one. The forward modeling (b) 

also presents a good pairing, indicating that both subnetworks were trained consistently 

to perform the domain translation. ................................................................................. 50 



 

xii 

 

Figure 27: Seismic amplitude map extracted in the Upper Eocene seismic horizon. 

The eight wells are named from A to H. The white lines represent the seismic sections 

that will be further analyzed in seismic impedance inversion. The well H was not used 

for building the low-frequency model. ........................................................................... 51 

Figure 28: Inline 2862 (a) before and (b) after the seismic pre-conditioning for 

seismic impedance inversion. The residual is shown in (c). The blue circles highlight the 

low-frequency noise near the fault F1 effectively removed in the pre-conditioning, 

possibly related to processing artifacts. Part of the coherent signals were also filtered (red 

circles). Generally, most signals linked to faults near the Upper Cretaceous seismic 

horizon were successfully preserved, except for the one pointed out by the black arrow.

 ........................................................................................................................................ 54 

Figure 29: Seismic (a) amplitude and (b) impedance inversion in the inline 2862 

crossing well H. In (c), we show the comparison of the well-log data and the seismic 

inversion result at well position. The acoustic impedance measurement unit is m/s.g/cc. 

The reservoirs of the Carapebus Formation marked by the red arrows in (a) are 

characterized by low acoustic impedance values, indicating high-porosity intervals. The 

black circle in (b) accentuates an interval with several lithological intercalations 

efficiently recovered by the high-resolution inversion. .................................................. 56 

Figure 30: Seismic (a) amplitude and (b) the forward modeling of the inversion 

subnetwork utilizing the forward subnetwork in the inline 2862. The residuals are shown 

in (c). The blue circle highlights an interval where the forward modeling result was unable 

to capture the absolute amplitude values but identified the main seismic features. On the 

other hand, regions with vertical residuals (red circles) are more critical as the modeling 

process fails to recover the seismic events properly....................................................... 58 

Figure 31: Seismic (a) amplitude and (b) impedance inversion in the inline 3100 

crossing well B. In (c), we show the comparison of the well-log data and the seismic 

inversion result at well position. The acoustic impedance measurement unit is m/s.g/cc. 

The high-resolution estimate was crucial to identify vertical facies variations within the 

Carapebus I, as in the black box zoom. This behavior can be seen also in the region 

pointed out by the black circle. ....................................................................................... 60 



 

xiii 

 

Figure 32: Seismic impedance inversion evaluated in the positions of the eight 

wells. The red line in the well H track represents the end of the caliper breakup interval, 

where the quantitative metrics were calculated from this time. ..................................... 61 

Figure 33: Seismic amplitude data (a) before and (b) after the pre-conditioning in 

the inline 2862. The deep learning-based seismic impedance inversions of their respective 

amplitude data are shown in (c) and (d). The black circles point out some intervals where 

the lateral continuity was evidently better preserved after the seismic data pre-

conditioning. ................................................................................................................... 65 

Figure 34: Comparison of the seismic impedance inversion in the inline 2862 

utilizing the (a) cycle-consistent CNN, (b) open-loop CNN, and (c) model-based 

inversion algorithm. The acoustic impedance measurement unit is m/s.g/cc. The black 

circles highlight intervals where the open-loop CNN was unable to reconstruct small 

variations of the acoustic impedance values. The blue circles show an interval with 

contrasts of acoustic impedance well-recovered by the cycle-consistent CNN. ............ 66 

Figure 35: Inversion and residual analysis of the (a and d) cycle-consistent CNN, 

(b and e) open-loop CNN, and (c and f) model-based inversions in the position of well H 

(blind test). ...................................................................................................................... 68 

Figure 36: Forward modeling of the (a) cycle-consistent CNN inversion achieved 

through the forward subnetwork and of the (b) model-based inversion estimated utilizing 

the convolutional model and a single wavelet estimated. The residuals of both estimates 

are shown in (c) and (d). The shaded yellow region shows the interpreted variance of the 

residuals for the predicted amplitudes. ........................................................................... 70 

  



 

xiv 

 

List of Tables 

Table 1: Correlation coefficient and MAPE estimated in the eight wells. ........ 62 

 

 

 

 

 

  



 

xv 

 

Summary 

1. Preface .......................................................................................................... 1 

1.1. Reservoir geophysics ............................................................................ 1 

1.2. Seismic inversion: Quantifying properties in seismic volumes............ 3 

1.3. The advent of artificial intelligence ...................................................... 5 

1.3.1. On the notion of artificial intelligence ............................................. 6 

1.3.2. Machines that can learn ................................................................. 10 

1.3.3. Deep learning: The neural networks get deeper ............................ 15 

2. Seismic impedance inversion using deep learning ..................................... 37 

2.1. Theory and methodology .................................................................... 41 

2.1.1. Seismic impedance inversion ........................................................ 41 

2.1.2. Synthetic seismic data generation .................................................. 42 

2.1.3. Convolutional neural network ....................................................... 44 

2.2. Application ......................................................................................... 50 

2.2.1. Geological setting .......................................................................... 51 

2.2.2. Pre-conditioning seismic data for impedance inversion ................ 53 

2.2.3. Seismic impedance inversion ........................................................ 55 

2.3. Discussion ........................................................................................... 62 

2.3.1. Impact of noise on the application data ......................................... 64 

2.3.2. Comparison between cycle-consistent CNN, open-loop CNN, and 

model-based inversion ............................................................................................ 65 

2.3.3. Further applications ....................................................................... 70 

2.4. Conclusions ........................................................................................ 72 

2.5. Appendix A ........................................................................................ 72 

3. Epilogue ...................................................................................................... 74 

4. References .................................................................................................. 76 



 

1 

 

1. Preface 

I divide this manuscript into three chapters. The first chapter briefly describes the 

concepts necessary for this research and explores some theoretical formulations. I discuss 

what reservoir geophysics is and how quantitative seismic interpretation is a field open 

for exploring new methods and technologies. The second chapter presents a published 

research article showing the application of deep learning-based seismic impedance 

inversion. In this research, we employ a physics-guided network called a cycle-consistent 

convolutional neural network, a relatively new approach within the field of deep learning 

for seismic inversion. The last chapter aims to piece together the first two, summarizing 

the answers to the main questions raised and highlighting the ones that still need to be 

carefully addressed by new research. 

1.1.  Reservoir geophysics 

Reservoir geophysics is a trending topic name in the oil and gas industry. 

However, what does it consist of? 

Dimri et al. (2012) define reservoir geophysics as the bridge that unifies 

geophysics and reservoir engineering. In essence, a reservoir geophysicist must have a 

deep understanding of concepts organically linked to both disciplines, such as reservoir 

rock properties, fluid parameters, and the dynamic behavior of a reservoir under 

production. Abriel (2008) argues that a reservoir geophysicist should demonstrate how 

geophysics can enhance reservoir management, with a particular focus on seismic data 

and seismic-derived products. Azevedo and Soares (2017) further illustrate the 

application of geostatistical methods in reservoir geophysics to integrate geophysical 

information for reservoir modeling, highlighting the interdisciplinary nature of this field. 

Put simply, a reservoir geophysicist leverages geophysical information to enhance 

the value of an oil and gas project. Johann (1999) states that an increase of 1% in the 

recovery factor of a giant oil field may have a more significant economic impact than a 

small discovery. Abriel (2008) emphasized that the seismic-derived attributes are the 

primary contribution made by reservoir geophysics, enabling the spatial prediction of 

reservoir properties and the mapping of geological faults. This opens up a multitude of 

possibilities across all phases of the reservoir project. However, for many years, the role 

of geophysics was concentrated in the exploration phase and, at some level, in the 
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development of petroleum discoveries (Pennington, 2001). This increase in data quality 

was a game-changer feature that changed this scenario. 

Pennington (2001) presents a substantial discussion of exploration and reservoir 

geophysics. In summary, the amount of hard data, such as well-log data, is a key factor. 

While in exploration geophysics, the well data is often required to be extrapolated to large 

distances, the wells are commonly available for analysis in reservoir geophysics. The 

differences extended to other aspects, like inputs from reservoir engineers. 

In reservoir geophysics, the reservoir is assumed to be in the production phase or 

late development. Therefore, a reservoir geophysicist must gather and integrate all 

sources of information. Petrophysicists supply edited and interpreted well-log data with 

mineralogy, porosity, clay volume, pore shape, fluid information, and reservoir zones. At 

the same time, reservoir engineers provide the reservoir volume, pressure, temperate, and 

production curves. Knowing the limitations of each input, the geophysicist must bring 

value to the project to enhance reservoir characterization. Rock physics also has high 

importance in this type of study, and the reservoir geophysicist should address the value 

of the compressional and shear velocities to provide insights about lithology, fluid 

content, pore pressure, and fracture presence (Pennington, 2001). 

At the seismic scale, attributes are a valuable source of information for inferring 

geology from seismic reflection data. The simplest attribute is the seismic amplitude. 

Barnes (2016) divides the seismic attributes into geological, geophysical, and 

mathematical. Acoustic impedance is a geological/stratigraphic attribute that has 

excellent value for reservoir characterization, as it uses the inverse theory to transform 

the seismic amplitude, which responds to layer interfaces, to an attribute directly linked 

to the layers (Wang, 2016). The reservoir geophysicist must join the seismic attributes 

with well-log data to check their correlation to characterize the reservoirs (Penningtion, 

2001).  

With the crescent quality of seismic data, seismic-scale geophysical techniques 

were able to bring accurate information for detailing thin and ultra-thin beds. This is 

where the quantitative seismic interpretation (Avseth et al., 2005) enters. Quantitative 

seismic interpretation is an exciting facet of reservoir geophysics. It combines several 

methods to estimate three-dimensional models of elastic parameters and reservoir 

properties, which can quantitatively assist the decision-making process in reservoir 
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management. In fact, outputs of quantitative seismic interpretation workflows are direct 

inputs for reservoir simulations (Simm and Bacon, 2014). It is important to disclaim that 

the quantitative seismic interpretation is not restricted to reservoir geophysics; most of its 

techniques have been widely employed in the exploration context over the years. Again, 

the main difference is in the amount of data available. 

Quantitative seismic interpretation routines include seismic data pre-conditioning, 

seismic attributes, seismic inversion, rock physics, reservoir properties modeling, 

geostatistics, upscale of well-log data, and 4D seismic (Avseth et al., 2005; Dvorkin et 

al., 2014; Simm and Bacon, 2014). Despite all these methods being well-established in 

the literature, new methodologies emerge to enhance the quality of results. In fact, it is 

substantial that a reservoir geophysicist understands the main limitations of these 

methods. Therefore, it is imperative to concentrate efforts on developing these techniques 

to keep pace with recent technological advancements and overcome the gaps in 

conventional approaches. For example, employing advanced technologies to deliver an 

accurate high-resolution acoustic impedance model that precisely maps thin-bed 

reservoirs can significantly impact the reservoir decision-making process. 

1.2.  Seismic inversion: Quantifying properties in seismic volumes 

Seismic impedance inversion is a settled method in reservoir geophysics. It serves 

as a valuable tool for seismic reservoir characterization, transforming the seismic 

amplitude data to the acoustic impedance of layers. Hence, seismic inversion assists in 

the interpretation and quantification of reservoir properties and their spatial distribution 

(Latimer, 2011). Seismic inversion is rooted in inverse theory, a branch of mathematics 

aimed at estimating model variables from observed data while assuming physical 

relationships between them. Therefore, seismic impedance inversion is naturally 

intertwined with seismic forward modeling, where a seismic trace corresponds to the 

convolution response between a wavelet and the reflectivity series, governed by acoustic 

impedance contrasts (Tarantola, 2005). 

This routine has been widely employed for reservoir characterization. Pharez et 

al. (1998) map the spatial extent and quality of the main reservoir sands through the result 

of seismic impedance inversion. Dvorkin and Alkhater (2004) combine theoretical rock-

physics models and the acoustic impedance volume to estimate the porosity volume. 

Toqeer et al. (2021) utilize the acoustic impedance to map spatial porosity at the reservoir 
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level, achieving satisfactory estimates. In the 1990s, Petrobras’ geophysicists made great 

efforts to fully integrate the seismic inversion routine into reservoir modeling workflows 

in Brazilian basins (Johann, 1999). Since then, it has been systematically used for the 

internal characterization of turbidite reservoirs in Campos Basin oil fields like Caratinga, 

Roncador, Namorado, and Marlim (Johann, 1999; Bruhn et al., 2017). Traditionally, the 

model-based inversion algorithm has been used (Russell, 1988). Nascimento et al. (2014) 

focus on contouring the non-uniqueness of the seismic inverse problem by introducing 

stratigraphic and structural information for building a more accurate low-frequency 

model in the turbidites of the Marlim Field. Linhares and de Figueiredo (2022) use 

acoustic impedance to enhance the interpretation of internal depositional elements of 

turbidites in the Roncador Field. Fernandes et al. (2023) achieve porosity scenarios using 

the percentiles of the stochastic seismic inversion and facies in the pre-salt of Santos 

Basin. Teixeira et al. (2020) perform the seismic impedance inversion in the salt bodies 

of the Tupi field in Santos Basin to reduce uncertainty during the drilling of wells in pre-

salt (Figure 1). 

 

Figure 1: Results of seismic impedance inversion in the salt bodies of the Tupi Field, Santos Basin: (a) 

seismic amplitude; (b) acoustic impedance. Source: Teixeira et al. (2020). 
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Despite its proven efficiency, seismic inversion has limitations. Seismic forward 

modeling is an approach that establishes a linear relationship to the forward pass through 

the 1D convolutional model. However, the seismic method has limitations such as noise 

presence, limited bandwidth, numerical approximations, and physical assumptions in the 

forward modeling. Due to these limitations, classical seismic inversion approaches face 

the problems of non-linearity, non-uniqueness, and ill-condition between seismic data 

and model parameters, making it challenging to obtain reliable high-resolution results.  

(Tarantola, 2005). To address these problems, data-driven seismic inversion through deep 

learning-based methods can be used. These methods learn non-linear mapping operations 

(Figure 2) between seismic traces and impedance sequences, which can simulate a more 

complex relation between data and model parameters (e.g., Wang et al., 2022). This can 

provide more reliable and high-resolution results and overcome the instabilities and 

uncertainties in the inverted models that are present in conventional methods based on 

the 1D convolutional model. 

 

Figure 2: Features from different layers of the neural network learned in a deep learning-based seismic 

impedance inversion. Source: Wang et al. (2022). 

1.3.  The advent of artificial intelligence 

What is an advent? 

Summarizing some dictionary definitions, it is simply the arrival of something 

remarkable or outstanding, be it a person, thing, or event. I consider artificial intelligence, 

or AI, one of the most important advents of the contemporary era. Undeniably, the world 

has transformed substantially since the dawn of artificial intelligence, impacting all facets 

of our society. The profound influence of artificial intelligence is witnessed in various 

sectors, from technological advancements to how we communicate, conduct business, 
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and solve problems. It marks a paradigm shift in how we perceive and navigate the 

modern world. 

1.3.1.  On the notion of artificial intelligence 

The dream of creating machines that can think and act independently dates back 

to a far old time. In ancient Greece, mythological figures like Pygmalion, Daedalus, 

Hephaestus, and Palamedes can be interpreted as inventors, while their creations may be 

regarded as artificial life. They explored the creation of mechanical devices designed to 

imitate human or animal actions. For example, Hephaestus built Hermes’ winged sandals, 

allowing the messenger god to fly and travel long distances swiftly (Ovid and Martin, 

2004). The sandals are an intelligent tool designed to enhance the capabilities of a Greek 

god; therefore, they can be compared to modern artificial intelligence mechanisms. 

A crucial idea behind artificial intelligence and the creation of intelligent devices 

is reasoning. According to the Merriam-Webster dictionary, reasoning is “the drawing of 

inferences or conclusions through the use of reason.” Aristotle (384–322 B.C.) was the 

first to formulate a set of laws that rule proper reasoning. Thomas Hobbes (1588–1679) 

defends that reasoning is analogous to numerical computation and can be carried out when 

“we add and subtract in our silent thoughts.” In the trend of giving reasoning to machines, 

Leonardo da Vinci (1452–1519) designed a mechanical calculator for performing 

mathematical operations; however, it was never built. Pascaline, the mechanical 

calculator built in 1642 by Blaise Pascal (1623–1662), is the most famous mechanical 

calculator and can be considered one of the first inventions that gives reasoning to a 

machine through a set of logical rules. 

All  the previous examples draw metaphorical links to the modern concept of 

artificial intelligence. Since the Pascaline calculator, several intelligent devices have been 

developed. However, the official term “artificial intelligence” was coined in the 1950s. 

In 1956, John McCarthy led a group that organized a two-month workshop reuniting 

several researchers interested in automata theory, neural nets, and artificial intelligence. 

Despite the lack of significant breakthroughs reached, it was helpful in introducing 

prominent figures in the field to each other. The field of artificial intelligence was then 

dominated by the ten attendees of the event, their students, and colleagues for the next 20 

years. Therefore, the Dartmouth workshop can be considered as the birth of artificial 

intelligence as we know it (Russell and Norvig, 2010). 
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Artificial intelligence is drastically changing the world around us. As a result, we 

will  probably experience the most significant technological revolution on Earth in the 

following decades. The current examples abound. Tesla’ self-driving cars are equipped 

with autopilot technology that uses artificial intelligence algorithms such as convolutional 

neural networks (CNNs), recurrent neural networks (RNNs), and reinforcement learning 

networks to supply driver assistance features. These technologies allow, for example, the 

owners to summon their vehicles remotely using a smartphone application. Robots are 

invading the services of restaurants, serving the food, or even making it. In China, 

Infervision uses artificial intelligence to automatically review computed tomography 

scans to find early signs of lung cancer. Global Fishing Watch adopts artificial 

intelligence combined with satellite data to secure a sustainable use of ocean resources, 

identifying where illegal fishing is happening worldwide. In the artistic world, the DALL -

E image generator can create unique scenes utilizing only prompt commands in natural 

language, meshing multiple concepts, attributes, and styles (Figure 3). Other examples of 

image generators include Midjourney and Stable Diffusion. Grammarly is an AI-powered 

writing assistance tool that helped me write this manuscript. 
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Figure 3: Image generated through artificial intelligence. It was created with the Microsoft Designer, which 

utilizes a DALL-E 3 background. The prompt to generate the image was “Recreate Wanderer above the 

Sea of Fog from Caspar David Friedrich in Brazil.” 

The examples of artificial intelligence are not always positive. Deep fake is an 

outstanding but dangerous application of artificial intelligence. It can swiftly change the 

faces of people, mimic facial expressions, and change their voices, and it is widely 

employed to spread fake news and defame someone. Another example is an automated 

cyberattack, which can be adaptative to defensive mechanisms, making it more 

challenging to fight against. Therefore, as with every tool, artificial intelligence must be 

used carefully. 

However, intelligence differs from consciousness. We are still far from when 

machines with artificial intelligence will present human performance in all tasks – 

literally replacing us. They may excel in problem-solving, decision-making, and task 

performance, but they lack the subjective experience inherent in humans regarding 
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aspects like perception, thoughts, and emotions. Henceforth, forthcoming generations 

will probably experience a balance between both entities rather than engaging in conflict. 

A key point to be addressed when discussing artificial intelligence, machine 

learning, and deep learning is their definitions and how they are related. According to 

Russell and Norvig (2010), the definition of artificial intelligence depends on the 

application motivation, behavior, and rationality. The authors divide artificial intelligence 

into four: acting humanly, thinking humanly, thinking rationally, and acting rationally.  

Regarding acting humanly, a computer can be considered intelligent if it 

successfully passes the Turing Test against a human interrogator. The test is completed 

in case the interrogator cannot tell if a human or a computer gave the responses. For that, 

machines must have unique abilities that are characteristic of humans. They can be 

summarized as natural language processing for communication; knowledge 

representation to recognize what one hears and compare with what one knows; automated 

reasoning to use available information to answer questions; machine learning for 

adaptation; and patterns extrapolation. An important aspect is that the answer given by 

the machine does not necessarily need to be correct. Like a human would, the machine 

should make mistakes to act fair enough. As Ian McDonald mentioned, “Any AI smart 

enough to pass a Turing test is smart enough to know to fail it.” 

On the notion of thinking humanly, computer behavior is compared to the 

functioning of the human mind, which is controversial. To create a computer that thinks 

like a human, we first must know how a human thinks. However, the intrinsic 

stochasticity of our actions has not yet been entirely reproduced by programs trying to 

behave like the human brain. The field of cognitive science carries out both artificial 

intelligence and experimental psychology to develop the notion of artificial intelligence 

in human thinking. 

Thirdly, thinking rationally – or reasoning – is more of a philosophical discussion 

based on logic. This logicist tradition within artificial intelligence aims to create 

intelligent systems to solve practical problems using manipulable symbols. These 

symbols are utilized according to some well-defined rules to give the machine actions. 

Still, thinking rationally lies on several issues, like the knowledge domain and the 

difference between principle and practice. 
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Lastly, artificial intelligence is compared to an agent acting rationally. This 

pragmatic definition gives that a rational agent takes the best possible action in a specific 

scenario. The field of artificial intelligence studies how to create such agents. However, 

this rational agent could be more intelligent. A brief comparison of a rational agent that 

is not intelligent in geophysics is a tool for automatically tracking seismic horizons, which 

is hardcoded to perform this specific task. For example, it is embedded to track the most 

positive amplitude values laterally. This tool rationally knows what it is supposed to do 

but cannot acquire knowledge and learn patterns from data as an intelligent agent would. 

Thus, it is necessary to define a subfield of artificial intelligence in which the systems can 

learn their decision-making rules constantly using data. This subfield is called machine 

learning. 

1.3.2. Machines that can learn 

A classic example in geophysics of an artificial intelligence tool that cannot learn 

from data is the auto-tracking tool for mapping seismic horizons. Auto-tracking is hard-

coded to perform specific tasks, such as laterally mapping the most positive reflection 

within a local window. After a pick in a particular position, the tool goes to the following 

seismic trace and automatically picks the most positive amplitude without any feedback 

from the data. This behavior is helpful in most cases; however, it might fail in areas with 

complex geology and lead to misinterpretations. 

The keyword to overcome that is learning. In this scenario, learning consists of 

improving the performance of an agent after making observations to make accurate 

predictions or decisions. Given that, the motivation for designing machine-learning 

algorithms is straightforward. They are trained to supply precise solutions to overpass 

challenges found in real life, with their performance intrinsically dependent on the quality 

of the training data. In fact, data is crucial when discussing machine learning. The advent 

of machine and deep learning is directly related to the large amounts of data available to 

be processed in recent years. From this point, I will explore more technical aspects of 

machine-learning methods to further dive into the deep-learning algorithms. 

Machine-learning algorithms comprise many data-driven methods that extract 

useful information from raw data, building predictive models to tackle real-world 

problems (LeCun et al., 2015; Goodfellow et al., 2016; Raschka and Mirjalili (2019)). 

These methods can be employed to solve different tasks, depending on how the features 
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(or examples) should be processed. Classification and regression are the two most 

common tasks using machine-learning techniques. In classification, the learning 

algorithm estimates a mapping function Ὢȡ ᴙ ᴼ ρȟȣȟὯ that is responsible for giving 

which class ώ an input ὼ belongs to, such that ώ Ὢὼ (Goodfellow et al., 2016). An 

example is taking a couple of well-log samples (features) in each depth and feeding them 

to Ὢ for estimating which facies (class) occur (Dubois et al., 2007; Hall, 2016). For 

regression problems, the computer program calculates a numerical output, instead of a 

categorical one in classification. The behavior is similar, taking the input features ὼ and 

outputting ώ; however now the mapping function Ὢ is defined as Ὢȡ ᴙ ᴼᴙ. Maintaining 

the example in the world of well-log data, machine-learning models can be used to predict 

missing data of a given well log in an interval or even estimate a complete well log from 

others (Souza, 2023). Other general applications of machine-learning techniques include 

transcription, sampling, anomaly detection, density estimation, and denoising 

(Goodfellow et al., 2016). 

Rob Tibshirani, a statistician from Stanford University, compares the learning 

process in machine learning to the fitting step in statistics. In fact, machine-learning 

methods can be seen through the point of view of probabilistic theory. The laws of 

probability rule the reasoning of machine-learning systems to make predictions in the 

presence of uncertainty (Goodfellow et al., 2016). 

A typical intersection between statistics and machine learning is linear regression. 

The linear regression model has a general form (Murphy, 2012): 

 ώ ύ ύὼ ύὼ Ễ ύὼ ‐ȟ (1) 

where ύ for all Ὥ ρȟȣȟὲ are the weights ‐ is the residual error between the predictions 

and the true response, often assumed to obey a Gaussian distribution with mean ‘ and 

standard deviation „ (‐ ͯ ὔ‘ȟ„ ). The probabilistic world considers that the model Ὢ 

is a conditional probability density: 

 ὴώȿὼȟ— ὔώ‘ὼȟ„ ὼ ȟ (2) 

where — is the set of model parameters. Assuming a linear function, ‘ὼ ύὼ, the 

model has the form: 
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 ὴώȿὼȟ— ὔώȿύὼȟ„ Ȣ (3) 

A traditional approach for statistically estimating the model parameters is through 

the maximum likelihood estimation (least-squares method): 

 —ḯÁÒÇ ÍÁØ ÌÏÇ ὴὈȿ—ȟ (4) 

where Ὀ comprise the dataset training samples. Assuming that these examples are 

independent and identically distributed, the log-likelihood can be written as follows: 

 
ὰ—ḯÌÏÇὴὈȿ— ÌÏÇὴώȿὼȟ—Ȣ 

(5) 

A more convenient approach than maximizing the log-likelihood is minimizing 

the negative log-likelihood (NLL): 

 
ὔὒὒ—ḯ ÌÏÇὴώȿὼȟ—Ȣ 

(6) 

The application of the maximum likelihood estimation in the probabilistic setting 

of the linear regression, the log likelihood is given by: 

ὰ— ÌÏÇ
ρ

ς“„
ÅØÐ

ρ

ς„
ώ ύὼ

ρ

ς„
ώ ύὼ  

ὔ

ς
ÌÏÇς“„ Ȣ 

(7) 

The maximum likelihood estimate is the one that minimizes the residual sum of 

squares term В ώ ύὼ . Figure 4 illustrates the line with the parameters 

(intercept and slope) estimated utilizing the maximum likelihood method given the 

training data. The contour surfaces of the residual show that the prediction converged to 

the maximum likelihood estimate. 
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Figure 4: Linear regression achieved through the maximum likelihood estimate, showing (a) training 

samples, prediction, and error; (b) contour surfaces of the residual sum of squares term. Source: Murphy 

(2012). 

As shown, linear regression has a solid probabilistic background. This stands for 

all machine-learning methods, as they were built on concepts of statistics. However, 

machine learning is not just a fancy name for statistics. While statistics provide 

foundations and theorems for different models, machine learning focuses on deploying 

systems to solve problems. Fitting the training data differs from finding patterns that 

generalize to new data (Goodfellow et al., 2016). A statistician would probably focus on 

the first, while a machine-learning engineer would concentrate on the last. In other words, 

the goal of an optimization algorithm is to purely minimize a cost (loss) function ὐ, while 

the learning process of machine learning aims to reduce ὐ— for improving a performance 

metric ὖ. Therefore, the key point for this discussion is the emphasis on each (Murphy, 

2012). 

Neural networks, also called artificial neural networks, are the most exciting 

machine-learning models. Neural networks try to replicate the learning behavior of 

neurons in the human brain. McCulloch and Pitts (1943) created a simplified 

mathematical model for the functioning of a neuron, and from that, it was possible to 

establish the relationship between a biological neuron and computational logic. 

According to Goodfellow et al. (2016), the first neural network models designed for 

neuroscientific purposes were simple linear models that take a set of ὲ input values ὼ and 

output (ώ) the dot product between these inputs ὼ and a weight vector ύ, as ώ ὼύ

ὼύ Ễ ὼύ . Estimating this kind of model parameters corresponds to the linear 
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regression, previously discussed. The operation of the linear model indicates a connection 

between all inputs and weights; thus, the second part of the name of neural networks 

refers to the fact that the neurons are connected in a network fashion. The neurons from 

a layer receive the information from the previous one and pass it to the following layer. 

In the McCulloch-Pitts Neuron model, the neural network was designed to 

perform binary testing if Ὢὼȟύ  is positive or negative. However, a significant challenge 

of their approach is that the weights ύ and threshold ὸ – or activation function used for 

the binary decision – must be manually set correctly to achieve accurate performance. To 

overcome this limitation, Rosenblatt (1958) proposes the perceptron algorithm (Figure 

5), the first one to learn the weights by using pairs of inputs and outputs from each class. 

Moreover, the concept of learning is a critical factor in understanding machine learning 

and neural networks. 

 

Figure 5: Representation of the perceptron algorithm. This neural network takes an input vector and 

performs the dot product with the network weights. The scalar is fed to an activation function that yields 

the class to which the input belongs. After Rosenblatt (1958). 

The perceptron, a single-layer neural network, receives input values ὼ, sends them 

to the weight neurons ύ, and outputs a binary value ώ (0 or 1). From now on, we will call 

the neurons as nodes. Another element in the network is the activation function, also 

known as the threshold. In Rosenblatt’ perceptron, the activation is the step function. The 

weight nodes ύ give the importance of each input (or feature) for generating the output; 

therefore, they are the only trainable parameters to be optimized in the perceptron 

algorithm. The perceptron training is done by feeding the network with input features and 

their respective labels. The network output is compared to the actual label for all samples 

at each iteration, and the weights are updated based on that (Raschka and Mirjalili, 2019). 
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Despite its accurate predictions in some cases, the perceptron algorithm can only 

be effective if a linear decision boundary can separate the classes. Furthermore, it is a 

binary classifier that cannot handle multi-class problems. In fact, the greatest limitation 

of the perceptron arises when it cannot learn the XOR function, where Ὢ πȟρȟύ ρ, 

Ὢ ρȟπȟύ ρ, Ὢ ρȟρȟύ π, and Ὢ πȟπȟύ π (Raschka and Mirjalili, 2019). 

The XOR classification problem is a classical task that requires a non-linear decision 

boundary. Figure 6 illustrates clouds of 200 random points generated to mimic the XOR 

function and the respective decision boundary estimated using the perceptron algorithm. 

Half of these points were used to train the neural network weights. The result highlights 

a low accuracy of only 70% in the validation set after 200 training iterations, with part of 

the class 0 points being classified as class 1 by the linear decision boundary. This 

inaccurate result in a relatively trivial non-linear problem restricts the perceptron 

application to more straightforward scenarios that are rare in nature. 

 

Figure 6: Training and validation metrics of the perceptron for 200 epochs and the estimated linear decision 

boundary. The linear decision boundary derived utilizing a single-layer neural network cannot separate the 

two classes. Source: Raschka and Mirjalili (2019). 

A linear model can be applied to a transformed input •ὼ instead of to ὼ itself to 

represent non-linear functions, where • is a non-linear transformation. This leads to the 

problem of how to choose the mapping function • (Goodfellow et al., 2016). 

1.3.3. Deep learning: The neural networks get deeper 

Deep learning works on learning the function • forementioned. To derive a non-

linear decision boundary and deal with challenger problems like the XOR function, more 

hidden layers can be added to the neural network, forming a multi-layer neural network. 

The multi-layer perceptron (MLP) is a fully-connected neural network where the nodes 

from a hidden layer are connected to all nodes of the previous and next one. Stacking 

hidden layers with their respective non-linear activation functions allows the model to 
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transform the input data into a non-linear representation (Goodfellow et al., 2016). This 

sequential accumulation of hidden layers gives the notion of depth to the neural network, 

which is the starting point for the subfield of machine learning called deep learning. 

Authors such as Goodfellow et al. (2016), Aggarwal (2018), and Raschka and Mirjalili 

(2019) provide a comprehensive journey through the world of neural networks. Figure 7 

shows the non-linear decision boundary calculated using the multi-layer perceptron with 

four hidden layers. In this case, the accuracy in the validation dataset is near 95%, 

representing an excellent predictive performance of the model. 

 

Figure 7: Training and testing metrics of the multi-layer perceptron for 200 epochs and estimated non-

linear decision boundary. The non-linear decision boundary derived in the MLP enables the separation of 

the two classes in the dataset Source: Raschka and Mirjalili (2019). 

Finally, deep learning is defined as a subfield of machine learning and, 

consequently, artificial intelligence (Figure 8). Deep learning uses deep neural networks 

to learn advanced concepts from large amounts of data. Deep-learning routines are widely 

employed in computer vision, where the neural networks are composed of several hidden 

layers that extract representative features from the observed data, identifying edges, 

corners, contours, and objects, allowing their description. By managing several non-linear 

modules, deep-learning methods can learn complex functions. They apply to tasks like 

image classification, image generation, semantic segmentation, speech recognition, and 

dimensionality reduction (LeCun et al., 2015; Goodfellow et al., 2016).  
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Figure 8: Venn diagram showing the relationship between artificial intelligence, machine learning, and 

deep learning. After Russell and Norvig (2010), LeCun et al. (2015), Goodfellow et al. (2016), Aggarwal 

(2018), and Raschka and Mirjalili (2019). 

There are many types of neural networks in deep learning, each designed for 

specific applications: MLP, CNN, RNN, long short-term memory network (LSTM), 

generative adversarial network (GAN), autoencoders, deep belief networks (DBN), and 

reinforcement learning networks. CNNs are the focus of the discussion of this research. 

However, reviewing the MLP architecture is the easiest way to introduce the basic 

concepts of deep neural networks for further developing a more comprehensive 

understanding of sophisticated architectures like CNNs. 

1.3.3.1. Multi-layer perceptron 

The MLP (Figure 9), called a deep feedforward network, is the core of modern 

deep-learning techniques. Its goal is simply to approximate a function Ὢᶻ that is 

responsible to map ώ ὪὼȠ— and learns the set of parameters — that best fit the function 

ώ Ὢᶻὼ. They are deep because several layers can be appended to the network, giving 

the notion of depth. And they are also feedforward because the information flows towards 

a single direction, from ὼ to ώ, without any feedback. Finally, MLP is a network because 
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the composition of different functions represents it. The key aspect of a deep neural 

network is finding the best set of parameters — using examples ὼ and their respective 

labels ώ. Like in the perceptron case, this is called training. For each point ὼ, the training 

pairs explicitly state in the output layer the desired output that closely matches ώ. 

However, the training data does not provide direct instructions for the behavior of the 

other layers. The learning algorithm determines how these layers should be utilized to 

achieve the desired output. The training data does not strictly specify the role of each 

layer in the network; hence, these layers are referred to as hidden layers (Goodfellow et 

al., 2016). 

 

Figure 9: This is an example of an MLP network in which information flows from the input layer to the 

output layer, passing through the hidden layers. Each hidden layer contains its respective hidden units. The 

input layers take the values of the input features. Source: LeCun et al. (2015). 

The easiest way to understand how a deep neural network is through an example 

of the MLP. The general form of a hidden-like processing unit is very similar to Equation 

1, but activated by a non-linear function, given by: 

 
ώ • ύὼ ὦȢ 

(8) 

Here, I introduce the bias term ὦ to the neural network. As a fully-connected 

neural network, each hidden unit has its own bias. However, this term can sometimes be 

overlooked when addressing deep neural networks due to reasons such as computational 
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efficiency, simplicity, zero-bias assumption, and employment of normalization layers. In 

the following example, I take the bias term into account. 

Figure 10 shows a numerical example of the MLP. Let the input dataset be 

composed of three features, the non-linear activation function of each hidden unit in the 

second layer be the sigmoid, and the actual value be 85. The output layer does not have 

an activation function. The forward pass consists of flowing the inputs through the layers 

toward the output layer, making a prediction. Given the parameters and biases shown in 

Figure 10, the prediction of the first forward pass is ώ ςτȢωυ. 

 

Figure 10: Numerical example of the MLP. The weight parameters are ύ πȢρ, ύ πȢρυ, ύ πȢρ, 

ύ πȢπυ, ύ πȢρ, ύ πȢπς, ύ ρς, and ύ ω. The bias terms are ὦ ρυ, ὦ ρυ, and 

ὦ ςπ. The output of the first hidden unit, after the sigmoid activation function, is ώ πȢσχ, and the 

one of the second hidden unit also after the activation is ώ πȢπτχ. The first forward pass yields ώ

ςτȢωυ. 

As noticed, the prediction is quite different from the actual value. By defining a 

cost function ὐ—, this difference can be quantitatively measured into the parameter 

space. The non-linearity of the neural network makes most of the cost functions non-

convex (Goodfellow et al., 2016). The best way to optimize non-convex cost functions is 

by iteratively moving along the negative direction of their slope until finding a minimum 

value. This is called performing the gradient descent. 

Let the cost function be defined as: 

 ὐ— ώ ώ . (9) 
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Equation 9 measures the square of the distance between the prediction and the 

actual value. Its minimization can be performed through gradient descent to update the 

parameters — (weights and biases). However, the gradient must be calculated to achieve 

that, and this is where the backpropagation algorithm enters. 

The backpropagation algorithm calculates the partial derivatives of the cost 

function regarding each parameter, while the gradient descent performs the learning 

(updating) step using the estimated gradient. In other words, the backpropagation 

algorithm gives how sensitive the cost function is to small perturbations in each parameter 

of the neural network based on the chain rule. For example, if I want to check how 

sensitive ὐ— is to small perturbations at ύ  ( ), the chain rule gives: 

 ‬ὐ

‬ύ

‬ὐ

‬ώ
 
‬ώ

‬ύ
Ȣ 

(10) 

The partial derivative of the cost function regarding the prediction is given by 

ςώ ώ. On the other hand, the partial derivative of the prediction regarding the 

parameter ύ  is: 

 ‬ώ

‬ύ

‬ύώ ύώ ὦ

‬ύ
ώ Ȣ 

(11) 

Thus, the sensitivity of the cost function to ύ  is written as: 

 ‬ὐ

‬ύ
ςώ ώώ Ȣ 

(12) 

By applying the values shown in Figure 10, the result of the partial derivative is 

τςȢς. This value is used to update ύ  by performing the gradient descent: 

 
ύ ύ –

‬ὐ

‬ύ
ȟ 

(13) 

where – is the learning rate. The learning rate is an important hyperparameter in machine 

learning that determines the step magnitude along the negative direction of the slope of 

the cost function. Generally, a high learning rate can cause divergence in the cost function, 
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while with a low learning rate, it may take a long time to converge and possibly be stuck 

in a local minimum. Equation 13 is respectively utilized for all network parameters. 

The steps for modifying the parameter ύ  are analogous to ύ . To update the 

weights of the hidden units in the second layer, the backpropagation algorithm involves 

calculating a more complicated chain rule. For example, to update the parameter ύ , the 

chain rule gives: 

 ‬ὐ

‬ύ

‬ὐ

‬ώ
 
‬ώ

‬ώ
 
‬ώ
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‬ᾀ

‬ύ
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(14) 

Each hidden unit in the second layer corresponds to two operations: the linear 

combination of the inputs and a non-linear sigmoid activation function. Therefore, the 

calculation involves taking the partial derivatives of the hidden unit output to the linear 

combination . In this case,  has the form: 
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From the values in Figure 10, the sensitivity of the cost function to changes in ύ  

is ρωȢσπ. 

MLP training involves minimizing the cost function for a user-defined number of 

epochs for all samples in a dataset. For a deeper discussion of the MLP regarding training, 

convergence rate, number of layers, depth of the model, and impact of hyperparameters, 

I refer to Raschka and Mirjalili (2019). 

The first papers adopting deep learning-based methods for solving seismic 

inversion problems employed the MLP (Röth and Tarantola, 1991; An and Moon, 1993; 

Röth and Tarantola, 1994; Calderón-Macías et al., 2000). Calderón-Macías et al. (2000) 

utilized the MLP to obtain 1D acoustic velocity models from synthetic seismic data, 

presenting that the network can effectively map from the seismic waveform domain to 

the velocity of the media. Kim and Nakata (2018) compare the MLP with the conventional 

least-squares method to solve reflectivity inversion, showing that the neural network 

yields high spatial resolution and is more robust to data noise. Despite the positive results 
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in all these applications, the MLP presents crucial problems that hinder its application to 

real seismic datasets. 

While the MLP approach can be problematic due to the quick expansion of 

parameters, leading to difficulties in training, and the disregard of spatial information, 

which can make it challenging to apply to real datasets, CNNs offer a solution. By 

accounting for local connectivity and utilizing fewer weights, CNNs can overcome these 

obstacles (LeCun et al., 2015). 

1.3.3.2. Convolutional neural networks 

CNNs are a specialized type of neural network designed for handling data with a 

defined structured grid where the spatial dependencies are strong (Goodfellow et al., 

2016; Aggarwal, 2018). This network was proposed by LeCun et al. (1989) for classifying 

handwritten digits in images, representing a breakthrough in computer vision due to its 

outstanding performance for several image classification tasks. Since its dawn, CNNs 

have become one of the most employed deep-learning architecture. The advantage of the 

grid-like operations of this type of neural network is due to the convolution operation, 

and it suits either 2D grid operations, as in image data, or in the 1D grid, such as time-

series data. The CNNs also fit 3D data volumes. A seismic amplitude trace can be 

interpreted as a 1D time series that can be effectively processed by a CNN.  

The main difference between CNNs and vanilla neural networks is the 

mathematical operation called convolution. Mathematically, convolution is an operation 

performed between two functions that blend then together, producing a final function that 

is defined as: 

 
ίὸ Ὢz Ὣ ὪὼϽὫὸ ὼὨὼȟ 

(16) 

where Ὢ and Ὣ are the two functions, ὸ is the domain variable, ὼ is the integration variable, 

and ί is the convolution result. The z  operator denotes the convolution operation. The 

same process can be generalized for the discrete case and for multiple dimensions. 

The success of CNNs for image recognition is intrinsically related to 

understanding the structures of biological neural networks at some level. This architecture 

was inspired by the visual cortex behavior of cats, observed by Hubel and Wiesel (1959) 
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experiments. The way the cats process the information flowing through their eyes is 

analogous to the data path in convolutional neural networks (Aggarwal, 2018). The 

information is assimilated in a hierarchical fashion, with each layer building upon the 

features extracted by the preceding layers, allowing the extraction of increasingly abstract 

and complex features. Similarly to the visual cortex of cats, the first CNN layers start 

extracting simple features like edges and contours, gradually progressing to more 

complex ones like shapes and patterns (Goodfellow et al., 2016). 

The multidimensional discrete convolution is the building block for CNNs. The 

main ideas behind the CNN design are sparse interactions, parameter sharing, and 

equivariant representations (Goodfellow et al., 2016). 

Sparse weights mean that CNNs use fewer parameters than an MLP to perform 

their basic operations. It is accomplished by the fact that the kernels of a CNN are usually 

much smaller than its input. Therefore, just a few numbers of parameters are stored in 

memory, making the CNN very efficient. In a 2D example, the same kernel convolution 

is applied to any size of 2D arrays, while increasing the number of neurons in a layer of 

an MLP will increase the number of weights proportionally. The calculation of this type 

of convolution is also much more efficient than the matrix multiplication, requiring fewer 

operations. 

Parameter sharing is the other concept that arises because of the nature of discrete 

convolutions that benefit CNNs. This concept is tied to the concept of the sparse weight 

discussed before. It consists of each member of the layer kernels employed at every 

position of the input, strengthening the CNN to changes in the location of objects in the 

input layers. The reuse of parameters also helps on improving training and reduce the 

memory consumption of CNNs. 

Lastly, equivariant representation denotes that if a change happens on the input of 

a convolution, the same change will be observed on the output. Specifically, convolutions 

have the property of being equivariant to translation, meaning that shifting its input by 

any amount will cause an equivalent shift in its output. 

Figure 11 shows a typical CNN architecture utilized for image classification. The 

input layer represents the raw input data, which is labeled accordingly. In this case, the 

class is a car. A CNN layer generally consists of three stages: convolution, activation 

function, and pooling. In the convolution stage, multiple kernels are convolved with the 
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input data to capture different elements of the image, such as edges, textures, and patterns. 

The activation function is responsible for introducing non-linearity into the model. The 

final stage of a CNN layer is pooling, which reduces the spatial dimensions of the feature 

maps while keeping the essential information. The sequential addition of these CNN 

layers enables the network to learn most of the features from the data. The last part of a 

CNN comprises fully -connected layers, which are responsible for the classification 

process. These layers learn high-level features and make predictions based on the features 

extracted by the previous layers. Usually, the last fully-connected layer is activated by 

the softmax function to transform the network output into class probabilities. Finally, the 

output layer produces the final predictions that the CNN is designed for (LeCun et al., 

2015). 

 

Figure 11: An example of a CNN for image classification. Some layers are responsible for learning the 

main features of the input data, while the last layers yield the respective class of the input. Source: 

https://towardsdatascience.com/a-comprehensive-guide-to-convolutional-neural-networks-the-eli5-way-

3bd2b1164a53. 

The convolutional layer is the core building block of a CNN. It conducts discrete 

multidimensional convolutions on inputs, producing outputs with the same number of 

dimensions. In Equation 16, the input can be considered as the function Ὢ and the kernel 

as Ὣ. A convolutional layer generally has four parameters: the number of convolution 

kernels, the shape of the kernels, the stride, and whether it uses padding (Goodfellow et 

al., 2016). 

The number of kernels determines the number of independent convolution 

operations that will be performed and the number of output elements. The kernel shape 

defines the dimension of each convolutional filter, which is usually much smaller than 

the size of the layer input. For convolutional layers, the weights are tensors 
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(multidimensional arrays), with the first dimension accounting for the number of channels 

on the input and the last dimension for the number of kernels. The other dimensions define 

the size of the kernel. For example, if the input has three channels and the layer has 32 

kernels of shape 7x7, the weights for this layer are tensors with dimensions 3x7x7x32. 

Figure 12 illustrates an example of the discrete convolution of an image with input size 

3x4 with a 2x2 kernel in the mode called valid. The valid mode restricts the output to only 

the positions where the kernel entirely covers the input image. In practice, one must adopt 

padding to produce an output with the exact size of the input. This is equivalent to the 

convolution in a mode called to full. 

 

Figure 12: Convolution operation of an input image with dimensions 3x4 with a 2x2 kernel. Each position 

of the output is defined as the sum of the element-wise product of the two arrays. Source: Goodfellow et 

al. (2016). 

Padding introduces zeros in the corners of the input to allow the discrete 

convolution to capture the corners in the valid mode. Without the padding feature, the 

width of the representation would be shrunk by one pixel less than the kernel width. The 

stride defines how many steps the kernel will move in each step of computing the 

convolution. 
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In general, training a CNN consists of updating the kernel weights. Figure 13 

illustrates the impact of convolving different 3x3 kernels with the same input image on 

the features extracted. In the first example, I apply a vertical Sobel filter to the input 

image. This filter typically emphasizes regions of high spatial frequency, corresponding 

to edges in the vertical direction. The second example adopts the Laplacian filter, which 

uses a second-order derivative for image sharpening (Gonzalez and Woods, 1992). The 

last filter is initialized with random weights, highlighting some features like the eyes, 

ears, and nose. Each filter spotlights a specific feature, and their combination allows for 

extracting different elements of the input image. 

 

Figure 13: Convolution of different 3x3 kernels with the same input image. The first filter is the vertical 

Sobel filter, the second one is the Laplacian filter, and the last one is initialized with random weights. Each 

filter extracts different features from the input image. 

Activation functions are the second stage of a typical CNN layer. They are applied 

after a convolutional layer to introduce non-linearity to the neural network and allow it to 
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learn non-linear mapping functions (Goodfellow et al., 2016). The most common 

activation functions used in neural networks are the sigmoid, hyperbolic tangent (tanh), 

rectified linear unit (ReLU; Nair and Hinton, 2010), leaky ReLU (Maas et al., 2013), and 

softmax. The choice of activation function depends on the specific requirements of the 

problem, network architecture, and empirical performance. 

For a long time, the most used activation function was the sigmoid. However, the 

current default for the activation function in the hidden layers of a CNN is the ReLU. The 

ReLU has some good properties for learning convergence, such as being piecewise linear 

(Goodfellow et al., 2016). Figure 14 shows the impact of different non-linear activation 

functions on the same input data. 

 

Figure 14: Different non-linear activation functions are applied to the same input image. The input image 

is the output of the convolution with the vertical Sobel filter. The first activation is the ReLU, the second 

is the leaky ReLU, and the last is the tanh. All activations introduce non-linearity to the neural network, 

with specific properties desirable for designated problems. 
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Pooling functions are the third stage of a CNN layer. They are the typical way to 

perform downsampling in CNNs, as the pooling function replaces the output of a network 

layer at certain locations by deriving a summary statistic of the nearby outputs. 

Downsampling is useful in deep learning to reduce memory consumption and improve 

network performance (Goodfellow et al., 2016). As the pooling functions reduce the size 

of the layer output, the following convolutional layer can extract higher-level features 

from data. Low-level features include edges, contours, and blobs, while high-level 

features comprise objects and bigger events. 

One of the main approaches for downsampling is maximum pooling (max 

pooling). Other common functions include minimum pooling (min pooling) and mean 

pooling (Raschka and Mirjalili, 2019). In the max pooling, the output of a layer is tiled 

into small regions, and for each of those regions, only the maximum value is passed ahead 

to the next layer (Figure 15). Besides the benefits previously posted, the max pooling step 

makes the representation become approximately invariant to small translations of the 

input. This occurs because even if the output of a layer is dislocated by a few samples, 

the max pooling operation might still yield the same output (Goodfellow et al., 2016). 

 

Figure 15: Example of two downsampling techniques: max pooling and mean pooling. Source: Raschka 

and Mirjalili (2019). 

Downsampling the input image with pooling functions with a 2x2 kernel size and 

stride 2 halves the size of the image (Figure 16). As expected, the max and min pooling 

produce more contrastive outputs, while the mean pooling yields a smoother one. Despite 

their differences, most of the CNNs in the literature adopt the max pooling as the 

downsampling function. 
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Figure 16: Different pooling functions for downsampling applied to the input image. The input image is 

the output of the convolution with the vertical Sobel filter and the ReLU non-linear activation. The input 

image has dimensions 1024x1024, and the downsampled version has dimensions 512x512. 

Figure 17 shows the sequential application of max pooling functions with a 2x2 

kernel size and stride 2. Although this operation does not occur in a row in CNNs, the 

illustration helps highlight the more refined features associated with the first layers, while 

the last layers capture more coarse-grained information. 

 

Figure 17: Sequential application of the max pooling functions, halving the dimensions of the input image. 

The convolutional part of the CNN previously shown in Figure 11 is composed of 

convolutional functions, activations, and pooling. The normalization layers are another 

essential part of modern deep neural networks employed in several architectures. In this 

context, batch normalization (Ioffe and Szegedy, 2015) is one of the most exciting 

innovations for improving the optimization step of neural networks. It is added as part of 

a convolutional layer, helping to stabilize and improve the performance of the network 

during the training stage (Goodfellow et al., 2016). 

The batch normalization takes the outputs from a previous hidden layer and 

normalizes them so that they pass as the input of the next hidden layer. This is important 

since each feature of the input might have a different range of values without 

normalization. During gradient descent, the network makes a large update to one weight 
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compared to the other weight. Instead, if the features are normalized, gradient descent 

smoothly converges to the minimum (Figure 18). 

 

Figure 18: Loss landscape of (a) raw features and (b) normalized features. When the input is batch 

normalized, the gradient descent converges faster and with more stability to the minimum of the loss 

function. Source: adapted from https://towardsdatascience.com/batch-norm-explained-visually-how-it-

works-and-why-neural-networks-need-it-b18919692739. 

Batch normalization is a technique that helps to improve the performance of neural 

networks. Essentially, it works by adjusting the activation of a layer by subtracting the 

batch mean and dividing by the batch standard deviation. After that, two learnable 

parameters are employed: gamma is used for scaling and beta for shifting; in fact, this is 

a great innovation of the batch normalization algorithm. As a differentiable 

transformation, the gradient of the loss function with respect to the batch normalization 

parameters can be effectively computed by the chain rule. The batch normalization layer 

can optimize and find the best parameters for itself, enabling it to shift and scale the 

normalized values to achieve optimal predictions (Ioffe and Szegedy, 2015). 

Batch normalization prevents the model from getting stuck in local minima, 

allows faster convergence, regularizes the model by reducing internal covariate shift, and 

mitigates gradient vanishing and explosion. Goodfellow et al. (2016) highlight that batch 

normalization improves the optimization performance in CNNs, especially those with 

sigmoidal activations. Therefore, it is reasonable to adopt this algorithm when designing 

a CNN. 
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Computing gradients with back-propagation in CNNs are quite like the MLP case. 

Despite the most intensive computation, the chain rule also applies in CNNs to 

backpropagate the information through the network and calculate the gradients. In 

summary, the laws are the same, changing only the function, which is now a convolution, 

instead of matrix-matrix and matrix-vector multiplications. To perform backpropagation, 

the convolution filter is inverted horizontally and vertically (Figure 19), and the 

backpropagated derivative set of the posterior layer is convolved with this filter to get the 

backpropagated derivative set of the actual layer, intuitively in the backward direction of 

the network. For a deeper overview of the backpropagation in CNNs and its practical 

applications, I refer to Goodfellow et al. (2016) and Aggarwal (2018). 

 

Figure 19: Kernel shape for the forward and backward passes. Source: Aggarwal (2018). 

When addressing the differences between machine learning and statistics, I have 

shown the maximum likelihood estimate that minimizes the cost function ὐ

В ώ ύὼ . The cost functions are also an important aspect when building deep 

neural networks. Minimizing the cost function makes the deep-learning model predictions 

closer to the actual targets. Therefore, building custom cost functions is a central research 

line in machine learning in order to achieve models that perform well in data. Essentially, 

regularization adds prior information to the cost function for improving the model 

generalization. There are multiple types of regularizations created for regression and 

classification problems. Focusing on the regression case, the most common parameter 

norm penalties are the ὒ norm (Tikhonov regularization) and ὒ norm (Goodfellow et 

al., 2016). 

Advanced cost functions arise to be applied in specific network architectures or 

tasks. Examples include the adversarial loss used in GANs (Goodfellow et al., 2014), the 
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style loss (Gatys et al., 2015), and the perceptual loss adopted in the VGGNet (Johnson 

et al., 2016). The cycle-consistency loss was first introduced by Zhu et al. (2017) as a 

method for image-to-image translation in the CycleGAN. This loss function offers 

numerous benefits over the basic cost functions such as the mean squared error, including 

the elimination of the need for paired data during training, preservation of image content 

during translation between input and output domains, the ability to handle image 

variations robustly, and the capture of semantic information such as shapes and identities. 

Wang et al. (2020) found similarities between the domain-translation step of the cycle-

consistency loss and the seismic forward modeling and seismic inversion processes, 

making this cost function suitable for deep learning-based seismic impedance inversion 

approaches. 

After understanding the essential elements of a CNN, it is time to build one. The 

most conventional CNN architecture, previously shown in Figure 11, is called LeNet-5 

(LeCun et al., 1989). It was proposed to classify images containing hand-written digits, 

revolutionizing computer vision. It consists of several convolutional layers with non-

linear activations and pooling functions, followed by fully-connected layers. Krizhevsky 

et al. (2012) presented the AlexNet for image classification in the ImageNet dataset, 

winning the 2012 ImageNet Large Scale Visual Recognition Challenge (ILSVRC). It was 

after their research that the ReLU was popularized as the main activation function utilized 

in CNNs (Aggarwal, 2018). VGGNet (Simonyan and Zisserman, 2014) is a simple and 

uniform architecture that exploits a series of convolutional layers with 3x3 filters and max 

pooling, finishing with fully connected layers. Its variants have different depths, such as 

the VGG16 and VGG19. VGGNet forces a stronger non-linearity and greater 

regularization by reducing the kernel sizes and increasing the depth of the convolutional 

layers. Another famous CNN architecture is the ResNet (He et al., 2015), winner of the 

2015 ILSVRC. The original network used 152 layers, which is a much higher amount 

than the previously used architectures, achieving human-level performance in the 

ImageNet classification task. 

U-Net (Ronneberger et al., 2015) is a CNN architecture widely employed in 

seismic-related routines (Li et al., 2019; Wu et al., 2019; Tschannen et al., 2020; Wang 

et al., 2020; Vizeu et al., 2021; Ge et al., 2022; Vizeu et al., 2022; Jing et al., 2023). U-

Nets are designed to learn a condensed data representation through compression and 

reconstruction. By having fewer samples in the middle of the network, it can represent 
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the same amount of information with fewer parameters. Additionally, U-Nets feature 

connections between layers in the compression and expansion paths, enabling the use of 

information from previous layers during the upsampling process (Figure 20). 

 

Figure 20: U-Net architecture. Source: Ronneberger et al. (2015). 

The U-Net architecture consists of three key elements: the encoder (contracting 

path), the decoder (expansive path), and the skip connections. The contracting path is 

composed of repeated applications of two consecutive padded 3x3 convolutional layers, 

a ReLU activation, and a 2x2 max pooling layer with stride two for downsampling. The 

U-Net architecture follows a contracting path where the number of mapped channels 

doubles at each step. This helps the network learn a hierarchy of features, starting from 

more detailed ones at the start of the network and progressing towards more coarse-

grained ones towards the end. 

In the expansive path, every upsampling step consists of 2x2 transposed 

convolutions with stride two that halves the number of feature channels, a concatenation 

with the corresponding cropped feature map from the contracting path (skip connections), 

and two consecutive padded 3x3 convolutions; each followed ReLU. The final layer is a 

1x1 convolution. The expansive path, in conjunction with skip connections, enables 
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accurate predictions through information decoding. U-Net is the CNN architecture 

utilized in this research for seismic impedance inversion. 

Due to their proven capacities, CNNs recently became popular in geophysics, and 

their applications have grown significantly. Generally, these deep-learning methods can 

outperform classical machine-learning tools in large temporal and spatial geophysical 

assignments (Yu and Ma, 2021). 

For fault prediction, Wu et al. (2019) train a U-Net with a synthetic seismic 

dataset, achieving outstanding performance in different real datasets. In fact, Wu’ 

network is still widely employed in the oil and gas industry. Li et al. (2019) use a small 

manually labeled fault dataset to train a U-Net. Here, the authors used a smart sampling 

technique and different types of data augmentation to increase the dataset size without 

needing more manual interpretations, obtaining good results. Kaur et al. (2023) predict 

faults using a U-Net to determine the potential for CO2 in the Smeaheia Field, Horda 

Platform, offshore Norway. Recently, Jing et al. (2023) proposed point-spread function-

based (PSF-based) seismic forward modeling to generate more realistic synthetic seismic 

datasets for training a U-Net. Their results in real seismic data have shown that the 

network trained with the PSF-based convolution performs better than the one trained with 

1D convolution. 

Horizon picking is another facet of deep learning in geophysics. Wu et al. (2020) 

continue their work of training U-Nets using synthetic seismic data, but this time also for 

tracking horizons through the estimation of the relative geological time (RGT). 

Tschannen et al. (2020) formulate horizon mapping as a multiclass segmentation problem 

and use a U-Net to solve it. Vizeu et al. (2022) show an alternative method for synthetic 

seismic data generation to train neural networks to estimate RGT. They start with an 

initial acoustic impedance section generated by sequential Gaussian simulation and use 

the structural framework to deform it, reaching models with high stratigraphic and 

structural truthfulness. 

Other common tasks solved with CNN include seismic facies classification (Vizeu 

et al., 2021) and seismic denoising (Bugge et al., 2021). Regarding seismic impedance 

inversion, Das et al. (2019) use synthetic seismic data created under rock-physics model 

constraints to train a CNN, presenting successful results in the Volve Field dataset. 

Biswas et al. (2019) employ a fashion loss function to introduce physics information to 
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the inversion problem. Wang et al. (2020) also give a physics background to the CNN-

based inversion, but they do it by combining two U-Nets forming the cycle-consistent 

network: one network for seismic inversion and the other for forward modeling. Wang et 

al. (2022) adopt 2D CNNs to enhance the spatial continuity of the seismic impedance 

inversion. Ge et al. (2023) show an application of the cycle-consistent CNN to 

characterize thin-interbedded reservoirs in the Cretaceous Qingshankou Formation, 

Daqingzijing area, Songliao Basin, Northeast China (Figure 21). 

 

Figure 21: Comparison between the seismic impedance inversion achieved utilizing (a) the cycle-consistent 

CNN and (b) the conventional model-based inversion. Source: Ge et al. (2023). 

After addressing the foundations of deep learning methods and presenting some 

of their seismic-related applications, the next chapter presents an article published 

covering one of their applications. In this research, we aimed to achieve a high-resolution 

acoustic impedance model utilizing the cycle-consistent CNN for impedance inversion in 

the turbidite reservoirs of the Jubarte Field, Campos Basin, Brazil. Whilst it is an 

application article, we also aimed to answer two lingering questions in the notion of deep 

learning-based methods for seismic inversion.  
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1. The convolution operation is the quintessential method of both CNNs and 

conventional seismic forward modeling. Therefore, why use a complex 

non-linear network instead of the traditional approach? 

2. Can a deep learning-based seismic impedance inversion perform better 

than the conventional model-based inversion? 
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2. Seismic impedance inversion using deep learning 

Article published in 

Geoenergy Science and Engineering, volume 235, April 2024; Formerly known 

as Journal of Petroleum Science and Engineering 

DOI: https://doi.org/10.1016/j.geoen.2024.212709 

Impact factor: 5.168 

Title: Cycle-consistent convolutional neural network for seismic impedance 

inversion: An application for high-resolution characterization of turbidites reservoirs 

Authors: Fábio Júnior Damasceno Fernandes, Eberton Rodrigues de Oliveira 

Neto, Leonardo Teixeira, Antonio Fernando Menezes Freire, Wagner Moreira Lupinacci 

Estimating acoustic parameters from seismic reflection data plays a major role in 

subsurface characterization in exploratory and reservoir geophysics. Acoustic impedance 

is a subsurface layer property directly linked to reservoir properties such as porosity, clay 

volume, fluid saturation, and facies. Therefore, calculating accurate acoustic impedance 

models can significantly enhance the interpretation and quantification of the petroelastic 

attributes and predict their distribution in 3D seismic datasets (Azevedo and Soares, 2017; 

Grana et al., 2022). Seismic impedance inversion is the routine that obtains acoustic 

impedance from post-stack seismic amplitude data. This technique is based on the inverse 

theory, which is a field of mathematics used to estimate the model variables from the 

observed data by assuming physical relations between them (Tarantola, 2005). 

In the past few decades, different deterministic and stochastic seismic impedance 

inversion techniques have been developed based on the 1D convolutional model (Russell, 

1988; Tarantola, 2005; Hamid and Pidlisecky, 2015, 2016; Wang, 2016; Azevedo and 

Soares, 2017; Grana et al., 2022). Seismic forward modeling through the 1D 

convolutional model is a model-driven approach that establishes a linear relationship to 

the forward pass, in which the seismic amplitude data is given by the response of a 

wavelet passing through a two-layer interface that has contrasting values of acoustic 

impedance. However, the classical seismic inversion approaches based on this 

methodology face the problems of non-linearity, non-uniqueness, and ill-condition 

between seismic data and model parameters. These issues are due to the limitations of the 
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seismic method, such as noise presence, limited bandwidth, numerical approximations, 

and physical assumptions in the forward modeling (Tarantola, 2005). As a result, 

conventional methods based on the 1D convolutional model present instabilities and 

uncertainties in the inverted models, making it challenging to obtain reliable high-

resolution results. 

Despite its limitations, model-based seismic inversion methods have been 

systematically utilized with success for the internal characterization of turbidite reservoirs 

in Brazilian basins (Nascimento et al., 2014; Bruhn et al., 2017; Teixeira et al., 2017; 

Leone et al., 2021; Linhares and de Figueiredo, 2022). In the Campos Basin, Linhares 

and de Figueiredo (2022) use acoustic impedance to enhance the interpretation of internal 

depositional elements of turbidites in the Roncador Field. Nascimento et al. (2014) focus 

on contouring the non-uniqueness of the seismic inverse problem by introducing 

stratigraphic and structural information for building a more accurate low-frequency 

model in the turbidites of the Marlim Field. 

An alternative approach to deal with the issues of traditional seismic inversion 

methods relies on the use of deep learning. It is a branch of machine learning that utilizes 

deep artificial neural networks with numerous hidden layers. These deep neural networks 

are designed to learn complex concepts from data (LeCun et al., 2015; Goodfellow et al., 

2016). Due to the deep-learning approach capabilities, it recently became popular in 

geophysics, and its applications have grown significantly. Generally, they outperform 

traditional machine-learning tools in large temporal and spatial geophysical assignments 

(Yu and Ma, 2021). Deep-learning methods have been used for seismic interpretation 

tasks (Wu et al., 2019; Geng et al., 2020; Tschannen et al., 2020; Wu et al., 2020; Vizeu 

et al., 2022; Jing et al., 2023), seismic denoising (Yu et al., 2019; Bugge et al., 2021), 

facies classification (Liu et al., 2020; Vizeu et al., 2021; Feng et al., 2022), and porosity 

modeling (Allo et al., 2021). 

A hot topic in the field is deep learning-based seismic inversion (Biswas et al., 

2019; Das et al., 2019; Zheng et al., 2019; Wu et al., 2021; Ge et al., 2022; Zhang et al., 

2022). One of the breakthroughs of deep-learning methods over conventional seismic 

inversion approaches is their ability to handle non-linear mapping operations between 

seismic amplitude data and acoustic impedance without assuming a unique wavelet. 

Defining an accurate forward model for a real subsurface environment can be challenging, 
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and the conventional seismic impedance inversion, which relies on the 1D convolutional 

model, might be seen as a simplified representation. A data-driven seismic inversion 

using deep-learning networks has the potential to address this challenge when trained on 

diverse examples with high variability. Furthermore, it offers the benefit of solving 

optimization problems without manual tuning. Once a neural network is trained, its 

scalability allows the application to invert the whole 3D seismic volumes quickly. 

Providing more accurate predictions of subsurface properties utilizing innovative 

techniques can reduce exploration costs, improve reservoir characterization, and enable 

efficient use of assets for subsurface energy resource management. 

A couple of recent papers have proposed deep learning-based methods for solving 

seismic inversion problems like the feedforward neural networks (FNNs), convolutional 

neural networks (CNNs), recurrent neural networks (RNNs), and generative adversarial 

networks (GANs). For many years, FNNs such as the multi-layer perceptron (MLP) have 

dominated the field for seismic inversion (Röth and Tarantola, 1994; Calderón-Macías et 

al., 2000; Arif et al., 2009; Kim and Nakata, 2018) mainly due to computational 

limitations of other network architectures for solving large-scale problems. The 

disadvantages of the MLP approach are the rapid growth of the number of parameters, 

raising problems for training, and the disregard of spatial information, which makes its 

application to real datasets almost unfeasible. CNNs can overcome both problems as they 

account for local connectivity and use fewer weights (LeCun et al., 2015). RNNs are also 

more robust than FNNs for seismic-related routines as they can capture better 

temporal/spatial variations of seismic traces (Alfarraj and AlRegib, 2019; Marques et al., 

2022). However, the results often have low lateral continuity. GANs represent a great 

advance in deep learning due to their generative nature instead of discriminative 

characteristics like FNNs, RNNs, and CNNs (Goodfellow et al., 2014). They can create 

data that is similar to the training set, enhancing the potential for recovering the acoustic 

impedance patterns from seismic amplitude. Thus, several researchers use GANs for 

seismic impedance inversion (Meng et al., 2021; Wang et al., 2022; Zhang et al., 2022). 

A great problem in GANs is that it is hard to train due to factors such as instability of the 

learning process and mode collapse (Arjovsky et al., 2017), limiting their application. 

Despite the differences in the deep-learning architectures, training deep-learning 

models for seismic inversion is challenging due to the need for a large amount of training 

data. Neural networks trained with few amounts of data can produce biased results. To 
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tackle this issue in seismic impedance inversion, several authors have adopted the strategy 

of creating pseudo-logs of acoustic impedance and performing the forward modeling 

through the 1D convolutional model with a wavelet to train 1D neural networks (Biswas 

et al., 2019; Das et al., 2019; Ge et al., 2022; Wang et al., 2022; Sun et al., 2023). Most 

of these authors choose CNN as the architecture due to the aforementioned strengths. An 

alternative approach employed by Allo et al. (2021) is applying augmentation techniques 

in the well-log data to increase the number of training samples. Despite the proven 

efficiency, this method might fail to create variable patterns enough to train a generalist 

neural network. 

Wang et al. (2020) adopt an innovative seismic inversion scheme based on the 

cycle-consistency loss function of Cycle-GAN (Zhu et al., 2017) to use labeled data from 

pseudo-wells and unlabeled data to train a cycle-consistent – or closed-loop – CNN. This 

type of approach is called semi-supervised learning. Semi-supervised combines a small 

amount of labeled data with many unlabeled data in the training process, often achieving 

better generalizations. The cycle-consistent architecture cyclic matches the result of a 

forward pass from an inverted model with the original input, resembling a loop. Ge et al. 

(2022) present a very successful application of this method for thin-interbedded reservoir 

characterization. The accuracy of their results in crucial aspects like lateral continuity and 

vertical resolution highlighted the importance of adopting the cycle-consistency loss 

instead of simpler ones like mean squared error (MSE), which tends to smooth the results. 

The cycle-consistent CNN allows efficient coupling of the physical laws of the forward 

modeling without linearizing the problem and setting a unique wavelet, overcoming a 

great limitation of conventional seismic impedance inversion techniques. 

We evaluate the effectiveness of a 1D cycle-consistent CNN for seismic 

impedance inversion utilizing the cycle-consistency loss function. The cycle-consistent 

architecture combines a network for inversion and another for forward mapping. Training 

the CNN with the cycle consistency loss guarantees coherence in translating a seismic 

amplitude to an acoustic impedance and returning to the seismic amplitude domain. The 

network is trained using pairs of geostatistics-based acoustic impedance pseudo-logs with 

variable frequency content and seismic amplitude traces generated through the 

convolution of the respective reflectivity series with different Ricker wavelets. We apply 

the trained network for a high-resolution characterization of turbidite reservoir in the 

Jubarte Field, Campos Basin, Brazil. We further discuss the robustness of the neural 
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network to the noise presence and compare it with an open-loop CNN and the 

conventional model-based inversion. 

2.1.  Theory and methodology 

2.1.1. Seismic impedance inversion 

Seismic impedance inversion is a routine broadly applied for reservoir 

characterization. It is based on the inversion theory. The objective is to reconstruct 

acoustic impedance sequences corresponding to seismic traces, utilizing the seismic 

forward model: 

 

Ὠ Ὃά ὲȟ (17) 

where Ὠ is the seismic amplitude data, Ὃ is the forward modeling operator, ά is the model 

parameter, and ὲ is a random noise with the same frequency bandwidth as Ὠ. For the 

conceptual development of the seismic forward modeling, we refer to the Appendix A. 

Equation 17 defines the seismic forward modeling and, specifically, the 

convolutional model as a linear problem. Seismic impedance inversion consists of 

estimating the model parameter ά given a seismic trace Ὠ and a known mapping operator 

Ὃ. The conventional approximation for the inverse problem is to find a particular solution 

ά that minimizes the difference between the observed and modeled data given a matching 

criterion. The residual vector ὶ to be minimized is written as: 

 

ὶ Ὠ ὋάȢ (18) 

Hence, seismic impedance inversion is commonly faced as an optimization 

problem, in which one can employ several algorithms to minimize a cost function defined 

from the residual vector ὶ. The Tikhonov-type regularization is a classical penalty applied 

to the solution that adds prior knowledge to the cost function that the shape of the model 

is smooth and continuous (Russell, 1988; Aster et al., 2004; Hamid and Pidlisecky, 2015). 

Total variation regularization is another penalty adopted to resolve sharp interfaces and 

produce blocky models in seismic inversion (She et al., 2019). Despite the different 

approaches for regularization, the limitations of the seismic method still bring difficulties 

to the inverse problems. It is hard to define the true forward model to a real subsurface 
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environment, and the 1D convolutional model on which the conventional seismic 

impedance inversion is based may be an oversimplified approximation. The data-driven 

seismic inversion through deep learning-based methods can overcome this issue by 

learning non-linear mapping operations between seismic traces and impedance sequences 

when trained with multiple examples having high variability. This approach can simulate 

a more complex relation between data and model parameters that can be more analogous 

to the true modeling and inversion processes. 

2.1.2. Synthetic seismic data generation 

A standard procedure to generate 1D synthetic acoustic impedance data is by 

simulating geostatistics-based pseudo-wells (Doyen, 2007; Dvorkin et al., 2014; 

Fernandes and Lupinacci, 2021; Ge et al., 2022; Sun et al., 2023). Dvorkin et al. (2014) 

describe the workflow to build pseudo-wells that reproduce subsurface patterns such as 

continuity of reservoir properties and vertical facies variation. Initially, a facies pseudo-

log is constructed using the first-order Markov chain Monte Carlo (McMC) method and 

the transition matrix Ὕ that gives the probability of a given facies transition to another 

vertically. In matrix Ὕ, the element Ὕ  is the probability of transition from facies Ὥ to 

facies Ὦ, where Ὥ is immediately below Ὦ. Let the experiment be composed of three facies: 

sandstones, shale, and carbonates. To build the facies log, we used the following transition 

matrix: 

 
Ὕ

πȢωςπȢπψ πȢπ
πȢπτπȢωυπȢπρ
πȢπυπȢρππȢψυ

ȟ (19) 

where the first row Ὥ ρ is the probability of the facies being deposited above a 

sandstone. For example, we have a 0.08 of probability of depositing a shale above a 

sandstone (Ὕȟ  0.08) and zero to a carbonate (Ὕȟ  0.00). The second (Ὥ ς) and 

third (Ὥ σ) rows refer to the shale and carbonates, respectively. 

For each facies, a spatial-covariance matrix brings the high-frequency information 

of the variogram range to the stochastic simulations of the continuous properties, which 

is the acoustic impedance. At the same time, the statistical measurements carry out the 

mean and standard deviation. A single simulation is generated by adding the background 

trend (low-frequency information) to the residual pseudo-log achieved by multiplying the 
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spatial-covariance matrix with a random noise ὔπȟρ. An infinite number of pseudo-

logs of acoustic impedance can be generated through this workflow to create the output 

data for training neural networks for seismic impedance inversion (Figure 22). We set 

random ranges varying from 5 to 40 samples constrained by facies for the exponential 

variogram model. The seismic amplitude, which is the input of the networks, can be easily 

obtained by performing the seismic forward modeling. The facies pseudo-log is discarded 

after creating the acoustic impedance, as it is not used for training this neural network. 

 

Figure 22: Facies simulated through McMC, pseudo-logs of acoustic impedance, and their respective 

seismic forward modeling using random Ricker wavelets and signal-to-noise ratios. The yellow, green, and 

blue intervals in the facies track represent the sandstones, shale, and carbonates. 

We performed the seismic forward modeling of the acoustic impedance models 

through the convolutional model using different Ricker wavelets with central frequencies 

varying from 16 to 35 Hz. These values were selected based on the frequency analysis of 

the application seismic dataset. To explore the effect of noise on the neural network, 

random noises are applied in the seismic data with a signal-to-noise ratio (SNR) ranging 

from 10 dB to 35 dB. The noise amplitudes are estimated through the RMS amplitude of 

the signal. 
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ὲ
ὙὓὛ

ρπ
Ͻὔπȟρȟ (20) 

where ὙὓὛ is the RMS amplitude of the input seismic data and ὔπȟρ is a 

random noise drawn from a Gaussian distribution centered at zero with the standard 

deviation equal to one. Thus, the synthetic amplitude data with high SNR presents a better 

quality than the one with low SNR. Varying this parameter is important to investigate the 

capacity of the CNN architecture to deal with noisy data. Low SNR, such as 5 dB, can 

blur the amplitude signal strongly. Despite that, CNNs are usually sturdy to noise 

presence due to the local connectivity, shared weights, and pooling layers. Injecting 

random noise into the training data can improve the robustness of neural networks 

(Goodfellow et al., 2016). 

2.1.3. Convolutional neural network 

CNN has been one of the most employed deep-learning architectures since the 

early 1990s. By composing several non-linear modules, CNNs can learn complex 

functions from data where the spatial information is relevant and apply them to tasks like 

image classification, semantic segmentation, speech recognition, image super-resolution, 

and others (LeCun et al., 2015). The motivations for adopting this deep-learning 

architecture for grid-like operations are its intrinsic properties, such as sparse weights, 

parameter sharing, and equivariant representations. Sparse weights refer to the idea that 

the convolution kernel size is usually much smaller than the size of the image being 

processed. Therefore, a few parameters are stored in memory, making the CNN very 

efficient. The parameter sharing occurs because the same kernel is applied at every 

position of the input layers, strengthening the CNN to changes in the position of objects 

in the input layers. The CNN is equivariant to translation because a change in the input 

causes a change in the output in the same way (Goodfellow et al., 2016). The effect of the 

pooling layers is also considerable, as it allows the CNN to capture global patterns of the 

input data in the deepest layers (LeCun et al., 2015). All these characteristics are desirable 

when applying the CNN for seismic impedance inversion; however, the parameter sharing 

must be highlighted. Jointly with the effect of pooling layers, the parameter sharing of 

kernels allows CNN to learn how to perform the inversion process in a non-linear fashion 

due to the cascading of non-linear modules, even if the training set was built using the 
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linear convolutional model. Thus, the deep learning-based seismic impedance inversion 

can outperform the traditional techniques employed in quantitative seismic interpretation 

workflows. 

2.1.3.1. Network architecture 

In our study, we treated the seismic impedance inversion as a pixel-wise 

regression problem. Therefore, we designed a cycle-consistent CNN composed of two 

subnetworks with U-Net architecture to solve it (Figure 23). The U-Net is a fully-

convolutional neural network architecture originally proposed for semantic segmentation 

in biomedical images (Ronneberger et al., 2015). For seismic impedance inversion, the 

U-Net performs the regression at the pixel level by choosing a loss function for regression 

and setting the number of output channels to one. Then, the regression model establishes 

relationships between features from images with different resolutions and the output pixel 

values. An advantage of the U-Net architecture is that its design was proposed for a 

scenario like the one observed in geosciences, with a low quantity of labeled data for 

training. This network typically benefits from data augmentation to improve model 

learning. The semi-supervised learning approach is enough to increase the training dataset 

with unlabeled data from the application dataset. The cycle-consistent CNN trains the 

inversion subnetwork to estimate the acoustic impedance by taking the seismic amplitude 

data as input. On the other hand, the forward subnetwork aims to approximate the seismic 

forward modeling using acoustic impedance. 
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Figure 23: Architecture of the cycle-consistent CNN. The inversion subnetwork I takes as input the seismic 

amplitude S and outputs a relative acoustic impedance ZH. This output is added to the background trend ZL, 

and the result is the input of the forward subnetwork F. 

The 1D U-Net architecture has three fundamental elements: the contracting path 

(encoder), the expansive path (decoder), and the skip connections (Figure 24). The 

contracting path is composed of repeated applications of two consecutive padded 3 × 1 

convolutional layers (Conv) followed by a batch normalization layer (BN), a hyperbolic 

tangent function (Tanh), and a 2 × 1 max pooling layer with stride two for downsampling. 

At each step of the contracting path, the number of mapped channels doubles, allowing 

the U-Net to learn a hierarchy of features, from more detailed ones at the start of the 

network to more coarse-grained ones towards the last step. In the expansive path, every 

upsampling step consists of 2 × 1 transposed convolutions with stride two that halves the 

number of feature channels, a concatenation with the corresponding cropped feature map 

from the contracting path (skip connections), and two consecutive padded 3 × 1 

convolutions, each followed by a BN and a Tanh. The final layer is a 1 × 1 convolution 

with Tanh activation. The expansive path works jointly with the skip connections to 

decode the information to get precise predictions. We built the 1D cycle-consistent CNN 

for seismic impedance inversion using the PyTorch framework version 2.0 (Paszke et al., 

2019). The number of trainable parameters in the network is 21,636,482. This architecture 

and network hyperparameters configuration is similar to the one adopted by Wang et al. 

(2020) and Ge et al. (2022) for seismic impedance inversion. 
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Figure 24: U-Net architecture adopted in the inversion subnetwork for seismic impedance inversion. The 

architecture of the forward subnetwork is similar, but the input is the absolute acoustic impedance, and the 

output is the seismic amplitude. 

2.1.3.2. Cycle-consistency loss function 

Zhu et al. (2017) originally proposed the cycle-consistency loss for image-to-

image translation in the CycleGAN. This loss function presents several advantages over 

the simple MSE loss: unneeded use of paired data for training; preservation of image 

content when translating from input to output domain; guarantees that an input image 

translated to output domain and back again is consistent; robustness to image variations; 

capture of semantic information such as shapes and identities. This leads to a semi-

supervised learning problem. Wang et al. (2020) and Ge et al. (2022) found the 

applicability of cycle-consistency loss in cycle-consistent CNN for seismic impedance 

inversion by combining two subnetworks, one for the inversion task and the other for 

forward modeling. Considering only the inversion network, the loss function of the open-

loop CNN is given by the MSE of: 

 
ὐὡ

ρ

ὔ
ά Ὂ Ὠ ȟ (21) 

where Ὠ is the input seismic data labeled by the output acoustic impedance ά, forming ὔ 

pairs of training samples. Thus, the parameters ὡ  are updated by minimizing the loss 

function of the inversion network. After convergence, the function Ὂ  is used for the 
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seismic impedance inversion. Therefore, it is straightforward that the loss function of the 

open-loop CNN for forward modeling follows the same behavior and is given by: 

 
ὐὡ

ρ

ὔ
Ὠ Ὂ ά Ȣ (22) 

These two loss functions are used in the cycle-consistent CNN to calculate the 

cycle-consistency loss, expressed as: 

 ὐὡȟὡ ‘ ὐὡ ὐὡ
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(23) 

where: 
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with ὐ  and ὐ  corresponding to the losses concerning the labeled seismic 

amplitude data and acoustic impedance, respectively. In addition, the cycle-consistency 

loss takes the loss ὐ  related to unlabeled data Ὠᶻ, which makes this a semi-supervised 

training. The hyperparameters ‘, ‘, and ‘ are used for tuning the components of the 

cycle-consistent loss function. The unlabeled data came from the observed seismic 

amplitude data of the application datasets. 

2.1.3.3. Training 

We trained the 1D cycle-consistent CNN for 500 epochs using the Adam 

optimization algorithm (Kingma and Ba, 2014) and the cycle-consistency loss function 

(Zhu et al., 2017). The training and test datasets contain 3200 and 800 labeled pseudo-

wells, respectively. The unlabeled data comprise 3200 pairs of seismic amplitude and 

low-frequency acoustic impedance randomly extracted from the 3D seismic volume of 



 

49 

 

the application set within the interval of interest. The batch size selected for training was 

128, and the learning rate was 0.001. The cycle-consistency loss parameters μ1, μ2, and 

μ3 were set to 1, 10, and 1, respectively. Training, testing, and application were performed 

using an NVIDIA RTX A4500 GPU. Figure 25 shows the train and test losses and 

correlation coefficients of the cycle-consistent CNN over the 500 epochs. The test 

correlation coefficient reaches its sill approximately in epoch 50, and the cycle-

consistency losses start to diverge after epoch 180. Based on these factors, we decided to 

set the model parameters of epoch 100 to avoid overfitting effects found after the last 

iteration. 

 

Figure 25: Loss and correlation coefficient history in training and test sets. 

2.1.3.4. Testing results 

Figure 26 shows the evaluation of the seismic impedance inversion using the 

trained cycle-consistent CNN in a pseudo-well of the test set. The metrics indicate an 

accurate prediction, with correlation coefficient of 0.93 and mean absolute percentage 

error (MAPE) of 0.01. These average values for the 800 pseudo-wells are 0.88 and 0.03, 

respectively. The inversion and forward subnetworks learned to map from the amplitude 

to the acoustic impedance domain and vice-versa. We highlight the high-frequency 

content notably recovered by the inversion subnetwork, demonstrating an excellent match 

for thin-layered reservoir characterization. Ge et al. (2022) also identify the capacity of 

this type of CNN architecture to recognize thin-interbedded reservoirs, enhancing the 

characterization of Cretaceous sandstones in the Songliao Basin, Northeast China. The 

forward modeling of the inverted acoustic impedance closely aligns with the amplitude 

label, validating the cycle-consistent architecture employed. 
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Figure 26: Evaluation of seismic impedance inversion in the test dataset. In (a), the inverted acoustic 

impedance (ὤ) matches the label one. The forward modeling (b) also presents a good pairing, indicating 

that both subnetworks were trained consistently to perform the domain translation. 

2.2.  Application 

We apply the trained cycle-consistent CNN for seismic impedance inversion in 

the Eocene and Paleocene intervals of the Jubarte Field, Campos Basin, Brazil (Figure 

27). The dataset comprises eight wells and a 3D pre-stack depth-migrated (PSDM) 

seismic volume with a bin size of 12.5m × 12.5m, the sample rate is 5m, zero phase, and 

SEG positive polarity covering the study area. The peak frequency of the seismic data in 

the interval of interest is 37 Hz. The velocity model built on processing and migration is 

used to convert the seismic from depth to time domain for seismic impedance inversion. 

The sample rate in the time domain is 4ms. 
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Figure 27: Seismic amplitude map extracted in the Upper Eocene seismic horizon. The eight wells are 

named from A to H. The white lines represent the seismic sections that will be further analyzed in seismic 

impedance inversion. The well H was not used for building the low-frequency model. 

The low-frequency (background trend) acoustic impedance model was built using 

wells A to G. The well H was set as a blind test. We extrapolated the upscaled acoustic 

impedance logs through ordinary kriging guided by the Upper Eocene, Paleocene, and 

Upper Cretaceous seismic horizons. The well-log data upscale was performed by 

applying a low-pass filter with a cutoff frequency of 6 Hz. We chose this frequency by 

analyzing the frequency spectrum of the seismic data. 

2.2.1. Geological setting 

The Campos Basin is a passive-margin basin type that started the tectonic-

sedimentary evolution with the Gondwana breakup during the Neocomian and continued 

until the present day (Guardado et al., 1990). The basin is in the southeast region of Brazil, 
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bounded to the north by the Arc of Vitoria and to the south by the Arc of Cabo Frio 

(Mohriak et al., 1989), covering an area of approximately 100,000 km2. The Jubarte Field 

is situated in an oil complex known as Parque das Baleias in the northern portion of the 

basin. 

Winter et al. (2007) split the Campos Basin into three super-sequences: rift, 

transitional, and drift. The turbidites reservoirs are in the post-salt section, developed 

during the drift super-sequence (Albian – Holocene). The structural framework of the 

drift phase was controlled by compartmentalization of the rift and transitional phases, 

thermal subsidence, and salt tectonics (de Castro and Picolini, 2015). According to 

Guardado et al. (1990), growth-fault structures generated due to halokinesis play an 

important role in developing sedimentary facies and traps for hydrocarbon accumulations 

in the basin. Most of these faults are oriented north-northeast to south-southwest. 

The Eocene interval of the Campos Basin is a deep-water clastic section composed 

of shale, marls, and turbidite sandstones developed during drift super-sequence. The 

Carapebus Formation corresponds to the sandstone deposits formed through gravitational 

flows, mainly turbidites. These reservoirs are formed by clean sands with high 

permoporous characteristics (Winter et al., 2007; de Castro and Picolini, 2015; Luna et 

al., 2019). Their thickness can vary from 10 to 100 s m. For several years, these turbidite 

reservoirs were the main petroleum producer in the Campos Basin (Bruhn et al., 2017). 

The Carapebus Formation typically occurs intercalated with the non-reservoir pelitic 

deposits of the Ubatuba Formation, which act as cap rocks for the petroleum reservoirs 

(Winter et al., 2007). 

Seismic impedance inversion can be used to identify and characterize turbidite 

reservoirs (Nascimento et al., 2014; Leone et al., 2021; Linhares and de Figueiredo, 

2022). Acoustic impedance improves the visualization of turbiditic complexes and the 

predictability of reservoir properties, enhancing the exploratory and development stages 

of the reservoirs (Leone et al., 2021). Typically, the acoustic impedance values of 

turbidite reservoirs can be distinguished from the background, being both low-impedance 

(Nascimento et al., 2014; Linhares and de Figueiredo, 2022) or high-impedance 

sandstones (Leone et al., 2021). As an elastic parameter closely related to reservoir 

properties such as porosity, it can produce high-resolution porosity volumes (Nascimento 

et al., 2014). 
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2.2.2. Pre-conditioning seismic data for impedance inversion 

Yilmaz (2001) highlights that sometimes the seismic data must be pre-conditioned 

before seismic inversion. This occurs because the data can be affected by noises from 

different sources, masking the actual amplitudes associated with the subsurface layer 

properties. We performed the seismic data pre-conditioning to improve the quantitative 

evaluation of the Eocene and Paleocene intervals in the study area. The focus was 

increasing the SNR using filters to remove high and low-frequency noises. We used a 

denoising U-Net CNN, pre-trained on synthetic data (Bugge et al., 2021), to filter the 

high-frequency noise. This denoising neural network preserves the amplitudes and 

frequency of the input signal, which guarantees the applicability of the filtered seismic 

data for seismic impedance inversion. It was also designed to remove coherent processing 

artifacts. We observed that this denoising CNN removed the noises and preserved the 

discontinuities in fault zones better than other standard filters like dip-oriented average 

smoothing in preliminary tests. A band-pass cosine taper filter was utilized to cut off the 

low-frequency noise after denoising CNN filtering. The parameterization of this band-

pass filter takes the frequencies f1, f2, f3, and f4, which were set to 4, 6, 125, and 135 Hz, 

respectively. 

Figure 28 illustrates the inline 2862 seismic section before and after pre-

conditioning. The residual indicates that the processing artifacts removed were substantial 

in the intermediate zone of the seismic section, between the Paleocene and Upper Eocene 

seismic horizons, improving the quantitative interpretation of the target reservoirs. Low-

frequency noises related to fault F1 (blue circles in Figure 28-c) were filtered out without 

compromising the fault plane. In general, the neighborhood of this fault is strongly 

afflicted by these low-frequency artifacts, possibly due to seismic data processing issues. 

The seismic data pre-conditioning also filtered out strong random noises in the entire 

section while preserving the faults near the Upper Cretaceous seismic horizon. This 

ensures the robustness of the pre-trained CNN in handling low-quality data while 

preserving true amplitudes. High-amplitude noises were removed above the Upper 

Eocene seismic horizon, even though this is not the target interval of this study. As a 

negative aspect, part of the seismic reflection signal was lost (red circles in Figure 28-c); 

the fault plane pointed out by the black arrow (Figure 28-c) worsened after filtering. 

However, we consider these information losses negligible globally compared to the 
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overall improvement in the estimate. Therefore, all these factors indicate that the pre-

conditioned seismic data is more suitable for seismic impedance inversion. 

 

Figure 28: Inline 2862 (a) before and (b) after the seismic pre-conditioning for seismic impedance 

inversion. The residual is shown in (c). The blue circles highlight the low-frequency noise near the fault F1 

effectively removed in the pre-conditioning, possibly related to processing artifacts. Part of the coherent 

signals were also filtered (red circles). Generally, most signals linked to faults near the Upper Cretaceous 

seismic horizon were successfully preserved, except for the one pointed out by the black arrow. 
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2.2.3. Seismic impedance inversion 

Figure 29 shows the deep learning-based seismic impedance inversion in the 

inline 2862 crossing well H (blind test). The target reservoirs are two occurrences of the 

Carapebus Formation: a 46-m thick layer ranging from 3133 to 3170ms (CI in Figure 29-

a) and a 34-m thick layer at 3277–3306ms (CII in Figure 29-a). We will refer to them as 

Carapebus I and II, respectively. The average of the acoustic impedance log in the 

Carapebus I is 5033 m/s.g/cc and in the Carapebus II is 5433 m/s.g/cc. Overall, the 

inversion result captures the main features of both turbidite reservoirs, with good vertical 

resolution and lateral continuity. Both targets are marked by low acoustic impedance 

values that tend to be associated with high-porosity intervals according to rock-physics 

models calibrated in the Jubarte Field (Fernandes et al., 2022). In fact, the average total 

porosity in Carapebus I and II is 0.291 and 0.297, respectively. The high-resolution 

inversion identifies internal variations in the acoustic impedance values within the 

Carapebus I, possibly representing lateral and vertical depositional energy-related facies 

changes characteristic of turbidite lobes (Mutti, 1992; Mutti et al., 2014). The normal 

fault F1 may have controlled the deposition of the turbidite lobe and worked as a structural 

trap for the hydrocarbon accumulation in Carapebus I. The Eocene interval generally 

presents high-frequency intercalations of acoustic impedance values associated with 

lithological variations (black circle in Figure 29-b). 
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Figure 29: Seismic (a) amplitude and (b) impedance inversion in the inline 2862 crossing well H. In (c), 

we show the comparison of the well-log data and the seismic inversion result at well position. The acoustic 

impedance measurement unit is m/s.g/cc. The reservoirs of the Carapebus Formation marked by the red 

arrows in (a) are characterized by low acoustic impedance values, indicating high-porosity intervals. The 

black circle in (b) accentuates an interval with several lithological intercalations efficiently recovered by 

the high-resolution inversion. 

We observe a strong correlation between the inverted model and the acoustic 

impedance log of well H, matching the values on both Carapebus I and II. A non-reservoir 

interval (Ubatuba Formation) occurs between the Carapebus I and II, marked by 

intermediate-to-high acoustic impedance values associated with shale lithology. The 
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seismic impedance inversion overestimates the absolute values in this formation. Above 

the Carapebus I, we identify a third thick interval between 3028 and 3054ms with low 

acoustic impedance values, possibly related to another turbidite deposit. The well-log data 

reaches this region, but the caliper log presents break-up zones, compromising the 

quantitative analysis. Despite that, the composite facies log indicates intercalations of 

sandstones and marls, highlighting another possible reservoir. 

There are slight differences between the values of observed seismic and the 

forward modeling of the inversion achieved through the forward subnetwork (Figure 30). 

Despite that, the forward subnetwork learned properly to map from acoustic impedance 

to amplitude domain, preserving all features found on observed seismic data. This was 

crucial to the functioning of the cycle-consistent network, and we can adopt this trained 

subnetwork in other applications to perform seismic forward modeling in a non-linear 

fashion. Larger differences in the absolute values (blue circle in Figure 30-c) are 

reasonable for this application, as they indicate that the forward subnetwork adequately 

estimated all seismic events. The problem lies in areas displaying non-geological vertical 

residuals (red circles in Figure 30-c), where the modeling process could not reconstruct 

the seismic events. 
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Figure 30: Seismic (a) amplitude and (b) the forward modeling of the inversion subnetwork utilizing the 

forward subnetwork in the inline 2862. The residuals are shown in (c). The blue circle highlights an interval 

where the forward modeling result was unable to capture the absolute amplitude values but identified the 

main seismic features. On the other hand, regions with vertical residuals (red circles) are more critical as 

the modeling process fails to recover the seismic events properly. 

The inversion result in the inline 3100 is shown in Figure 31. We also highlight 

two intervals of the Carapebus Formation in well B: a 70-m thick layer at 3085–3143ms 

and another 54-m thick layer at 3243–3277ms. Like the well H case, we refer to these 
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turbidite reservoirs as Carapebus I and II, respectively, although we link them to different 

turbidite lobes. The average of the acoustic impedance log in the Carapebus I is 5490 

m/s.g/cc and in the Carapebus II is 6518 m/s.g/cc. The turbidite of Carapebus I is marked 

by low acoustic impedance values with good lateral continuity in the structurally lower 

area, in the crosslines range 5400–5600. The structural configuration observed in this 

seismic section developed during the drift phase was probably important for controlling 

the turbidite deposition (Guardado et al., 1990). The inverted model slightly 

underestimates the acoustic impedance in the position of well B; however, the external 

geometry of the reservoir is well delineated. Internally, a thin layer occurs with 

intermediate-to-high acoustic impedance, indicating a vertical lithological variation 

within the reservoir. In fact, well B reports a 15-m thick shale in the middle of the 

Carapebus I reservoir. Thus, the high-resolution acoustic impedance recovery 

characteristic of our approach had a critical impact on this thin layer identification. This 

high resolution can also be observed in the west region (black circle in Figure 31-b), 

where strong contrasts suggest multiple vertical facies transitions. Regarding the 

Carapebus II, we observe majorly intermediate-to-high acoustic impedance values, as this 

is a thinner reservoir with several shale intercalations below the tuning thickness. 
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Figure 31: Seismic (a) amplitude and (b) impedance inversion in the inline 3100 crossing well B. In (c), 

we show the comparison of the well-log data and the seismic inversion result at well position. The acoustic 

impedance measurement unit is m/s.g/cc. The high-resolution estimate was crucial to identify vertical facies 

variations within the Carapebus I, as in the black box zoom. This behavior can be seen also in the region 

pointed out by the black circle. 

The quality control (QC) of the seismic impedance inversion performed by 

extracting the inverted trace in the positions of the wells ratifies the reliability of our 

application (Figure 32 and Table 1). The acoustic impedance logs from wells were 

resampled to the sample rate of the seismic data for the quantitative evaluation. We ratify 
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that none of these wells were utilized to train the neural network, despite that the wells A 

to G were used to construct the background trend. The caliper breakup interval in well H 

was removed from the QC. The inversion result satisfactorily captures the high-frequency 

information in the wells, enhancing the characterization of thin-layered turbidite deposits 

within the Upper Eocene and Paleocene markers. Even in the wells where the correlation 

coefficient calculated is relatively low, like well E, we observe that the main features 

were recovered in the inversion. The exception lies in the well F, where we consider that 

the inversion failed to depict the characteristics of the well-log data. We consider the 

average correlation coefficient of 0.78 high in seismic impedance inversion in this study 

area. We highlight that factors like the well-to-seismic tie, tuning effects, and quality of 

the well-log data might negatively affect these quantitative metrics; thus, the quantitative 

analysis jointly with the qualitative evaluation is crucial during the QC. Given that, we 

support that our deep learning-based approach accurately estimated the acoustic 

impedance logs in the study area. 

 

Figure 32: Seismic impedance inversion evaluated in the positions of the eight wells. The red line in the 

well H track represents the end of the caliper breakup interval, where the quantitative metrics were 

calculated from this time. 
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Table 1: Correlation coefficient and MAPE estimated in the eight wells. 

Well Correlation coefficient MAPE 

A 0.89 0.08 

B 0.75 0.09 

C 0.86 0.09 

D 0.78 0.07 

E 0.70 0.07 

F 0.58 0.11 

G 0.91 0.08 

H (blind test) 0.71 0.11 

Average 0.78 0.09 

The average correlation coefficient of the application dataset shows a decrease of 

11% compared to the test set, from 0.88 to 0.78. In the blind test, this decrease is of 19%, 

from 0.88 to 0.71. The blind test is a full-generalization data for the model; none of its 

data was fed to the neural network as unlabeled data for model training nor for the low-

frequency model building. Therefore, its regression metrics indicate the true predictive 

power of the model. Regarding all these aspects, we consider this a reasonable result for 

seismic impedance inversion. 

2.3.  Discussion 

The deep learning-based method we proposed for seismic impedance inversion 

produces a high-frequency output, enabling the detection of thin-layered intervals. The 

enhanced level of detail in our approach can be linked to the integration of geostatistical 

information introduced through variograms in the pseudo-well generation and the cycle-

consistency loss. If a more straightforward loss function like MSE were used in a 

conventional CNN disregarding the image context, it could lead to most high-frequency 

information loss. This occurs because the MSE approach only calculates pixel-wise 
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differences between labeled and inverted acoustic impedance without accounting for 

broader context. We will further compare the estimates of both networks trained on the 

same synthetic seismic dataset. 

A disadvantage of the 1D CNN is the lack of lateral continuity locally. 

Nevertheless, this in our outputs is minor compared to other results of deep learning-

based seismic inversion reported in existing literature (Zhang et al., 2022; Sun et al., 

2023), highlighting the robustness of our methodology. Ge et al. (2022) also achieved 

outstanding inverted acoustic impedance models utilizing the same cycle-consistent 1D 

CNN architecture. We posit that 2D network architectures hold the potential to enhance 

lateral continuity and retain high-resolution details, plausibly yielding superior models 

due to the network characteristic of considering lateral connections. However, generating 

2D synthetic seismic data is more complex than in the 1D scenario. Wu et al. (2019) and 

Vizeu et al. (2022) present techniques for generating 2D and 3D synthetic seismic data 

capable of representing diverse structures such as faults, folds, and elastic properties like 

acoustic impedance. Yet, they employed these models for purposes other than seismic 

inversion. Certainly, the computational demands will escalate in the multidimensional 

context. For instance, our current network boasts 21,767,554 trainable parameters, 

whereas a direct extension of the same 1D architecture to 2D entails 62,204,034 

parameters. This substantial increase significantly augments the computational time 

required in the training and application steps. 

Historically, deep-learning algorithms primarily relied on data in computer vision. 

However, computer vision operates in a data-rich environment, which contrasts with 

seismic inversion, where data is limited. Consequently, in addition to developing high-

quality synthetic data, researchers strive to incorporate physics-based knowledge into 

deep learning-driven seismic inversion (Lin et al., 2023). Our approach falls under this 

category, wherein the forward subnetwork approximates the fundamental principles of 

transforming acoustic impedance into the seismic amplitude domain. Faroughi et al. 

(2022) name this data-driven approximation of the physics rules of a function through a 

neural network, a physics-guided neural network (PGNN). Another plausible approach 

involves utilizing a physics-informed neural network (PINN). The PINN employs an 

established physical rule, such as the convolutional model, to carry out the forward 

mapping, afterward combining the outputs to compute the loss function (Biswas et al., 
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2019). Subsequent studies could undertake a comparative analysis of PINN and PGNN 

methodologies for seismic impedance inversion. 

2.3.1. Impact of noise on the application data 

Previously, we accomplished the seismic data pre-conditioning to increase the 

SNR in the Eocene interval to achieve the seismic impedance inversion. Here, we 

compare the inversion results of the cycle-consistent CNN applied before and after the 

pre-conditioning (Figure 33). The objective is to evaluate the robustness of this deep 

learning-based method in dealing with low-quality seismic data within reservoir 

characterization workflows. Generally, the inversion result after the pre-conditioning 

presents better lateral continuity with a similar vertical resolution. The 1D architecture 

could not deal properly with the low SNR in the non-filtered data, presenting evident 

discontinuities in the inverted acoustic impedance section. Wang et al. (2022) observed a 

similar behavior, where the impedance inversion accuracy using a 1D Cycle-GAN 

significantly decreases for SNR lower than 10 dB. Therefore, this behavior can be 

associated with the 1D architectures, and we recommend the seismic data pre-

conditioning before the seismic inversion in this case. We support the idea that 2D and 

3D deep neural networks would address the inversion in a noisy data scenario more 

effectively, as the neural network accounts for lateral connectivity and could better 

distinguish the signal from the noise spatially. This methodology may suppress the need 

for the pre-conditioning step. 
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Figure 33: Seismic amplitude data (a) before and (b) after the pre-conditioning in the inline 2862. The deep 

learning-based seismic impedance inversions of their respective amplitude data are shown in (c) and (d). 

The black circles point out some intervals where the lateral continuity was evidently better preserved after 

the seismic data pre-conditioning. 

2.3.2. Comparison between cycle-consistent CNN, open-loop CNN, and 

model-based inversion 

In this study, we compare the effectiveness of seismic impedance inversion using 

the cycle-consistent architecture with an open-loop CNN and the model-based inversion 

(Figure 34). The open-loop CNN was designed using the same U-Net architecture of the 

inversion subnetwork of the cycle-consistent CNN (Figure 24). For coherency, the 

training step of the open-loop CNN was performed using the same batched data and 

hyperparameters of the cycle-consistent network. Firstly, comparing the deep learning-

based methods, we observe a better vertical resolution of the cycle-consistent network, 

with the thin-layered intervals well captured (black circles in Figure 34-a). The open-loop 

CNN struggles to consistently recover small variations of acoustic impedance, resulting 

in a smooth and blocky inverted volume (black circles in Figure 34-b). This is an expected 

behavior since the open-loop CNN only measures the MSE of the inverted and actual 

acoustic impedance models, which is a smooth distance, while the cycle-consistent CNN 
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considers the context of the training samples through a more sophisticated loss function. 

As such, the open-loop estimate may not be suitable for high-resolution reservoir 

characterization workflows. 

 

Figure 34: Comparison of the seismic impedance inversion in the inline 2862 utilizing the (a) cycle-

consistent CNN, (b) open-loop CNN, and (c) model-based inversion algorithm. The acoustic impedance 

measurement unit is m/s.g/cc. The black circles highlight intervals where the open-loop CNN was unable 

to reconstruct small variations of the acoustic impedance values. The blue circles show an interval with 

contrasts of acoustic impedance well-recovered by the cycle-consistent CNN. 
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The parametrization for the Tikhonov damping of the conventional model-based 

inversion was set to achieve the highest correlation coefficient and lowest MAPE in the 

eight wells of the application dataset while maintaining geological consistency and 

vertical resolution. We used the average wavelet of the eight wells estimated in the well-

to-seismic tie. Generally, the cycle-consistent CNN and model-based inversion have 

similar vertical resolutions, with a slight advantage for the deep-learning method. 

Additionally, the deep-learning approach is less affected by the low-frequency model. 

This is a key factor because the wells are often drilled at large distances from each other, 

posing difficulty in constructing the background trends using interpolation methods such 

as kriging. The model-based inversion is sensitive to the low-frequency model since it 

updates iteratively until it meets certain stopping criteria. Near the fault F2, the cycle-

consistent CNN inversion successfully captures acoustic impedance contrasts that are lost 

in the model-based method due to the strong influence of the background trend (blue 

circle in Figure 34-a and c). Comparing the inversion results, the effect of using a single 

wavelet instead of a complex non-linear neural network can be misinterpreted as a better 

lateral continuity; however, it can be nothing more than an estimate achieved through a 

simpler relationship between data and model. In contrast, the CNN-based approach 

harnesses the power of deep earning to capture and model the intricate geological features 

and variations within the subsurface, leading to a more complex relationship that, while 

potentially reducing the lateral continuity, is desirable. Therefore, considering all aspects, 

we conclude that the cycle-consistent CNN produced the best acoustic impedance 

volume. 

Figure 35 shows the inversion and residual analysis of the three methodologies in 

the position of well H. The open-loop CNN performs best, with the highest correlation 

coefficient and lowest MAPE. This correlation coefficient is equal to the cycle-consistent 

CNN. However, we showed previously that the open-loop CNN presents the worst 

vertical resolution in the inline 2862. The model-based inversion produces the worst 

estimate quantitatively, with a correlation coefficient of 0.65. This high deviation can be 

associated with spurious points (higher than 9000 m/s.g/cc). The average correlation 

coefficient of the model-based inversion in the eight wells is 0.73, representing a decrease 

of 6% compared to the inversion using the cycle-consistent CNN. These metrics suggest 

that the cycle-consistent CNN exhibits enhanced predictive abilities and produces 

acoustic impedance estimates that closely approximate the actual values. This 
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quantitative superiority may indicate that deep learning excels at capturing intricate 

relationships and patterns within the seismic data, which may be challenging for the 

conventional model-based inversion. 

 

Figure 35: Inversion and residual analysis of the (a and d) cycle-consistent CNN, (b and e) open-loop CNN, 

and (c and f) model-based inversions in the position of well H (blind test). 

The residuals do not obey a random distribution pattern. In all approaches, high 

residuals are associated with high acoustic impedance values estimated, while the fit 

works better for low values. Overestimating the acoustic impedance indicates a potential 

underestimation of the reservoir properties. Yet, the residuals of the cycle-consistent 

CNN estimate have a distribution similar to a Gaussian not centered at zero. This non-

zero mean of the distribution evidences a bias affecting the result. In fact, the well H was 

set as a blind test, and the background model disregards its information, which can impact 

the local sill of values and cause the bias observed as a shift in the absolute values. This 

behavior reinforces the great importance of low-frequency information in the inversion 

process, even in modern deep learning-based methods. Thoroughly, we consider that the 

cycle-consistent CNN performed best jointly evaluating aspects such as vertical 

resolution, lateral continuity, correlation coefficient, and residuals. 

The amplitude of the forward modeling from the cycle-consistent CNN and the 

model-based inversion in the interval of interest of inline 2862 are shown in Figure 36. 
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The deep-learning result presents a more homoscedastic behavior with a predominantly 

constant variance of errors across the observations. The exception lies in some outliers 

affecting the lowest and highest predicted amplitudes, where the model underestimates 

the actual values. This leads to an increase in the variance in this range of values. Despite 

that, we consider that the model has good predictive power throughout most of the range 

of values in the dataset, ratifying the potential of the forward subnetwork to map from the 

model to the data domain. On the other hand, the estimate from the model-based inversion 

has a more heteroscedastic behavior, where the variance of the errors increases toward 

the most positive amplitude values. This response can be observed in the residual 

variances. The given scenario suggests a poor performance in some regions that may lead 

to unreliable predictions. Indeed, heteroscedasticity is usual in the model-based inversion 

as the regularization parameter controls the balance between the data misfit and the initial 

model misfit. Lower Tikhonov damping values can lead to a more homoscedastic model 

as the data misfit has a stronger weight; however, the acoustic impedance values would 

deviate entirely from the initial background model and show a non-geological aspect. 

Therefore, the deep-learning method is more robust as it produces a reliable 

homoscedastic estimate without manual parameter tuning. 
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Figure 36: Forward modeling of the (a) cycle-consistent CNN inversion achieved through the forward 

subnetwork and of the (b) model-based inversion estimated utilizing the convolutional model and a single 

wavelet estimated. The residuals of both estimates are shown in (c) and (d). The shaded yellow region 

shows the interpreted variance of the residuals for the predicted amplitudes. 

The quantitative analysis methodology brought valuable insights regarding the 

performance of our models. Therefore, we recommend that future works adopting deep-

learning algorithms for seismic impedance inversion perform the residual analysis in 

blind test wells to deepen the knowledge of the models’ performance. We consider a key 

point that applying deep-learning methods for seismic inversion is a scientific frontier 

with the potential to aggregate more technologies. Thus, future research can tackle pitfalls 

more efficiently when the results are rigorously explored. 

2.3.3. Further applications 

Further investigations can be evaluated to select other architectures for the cycle-

consistent CNN instead of the U-Net and other loss functions and compare them with 

other methods, such as the CycleGAN. Regarding the 1D CNN architectures for seismic 
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impedance inversion, Zhang et al. (2022) compared CNN and GAN in aspects like 

hyperparameters sensibility, resolution, and convergence rate. The authors observe that 

larger kernel size and number of channels can bring higher frequency to the inversion. 

Nevertheless, both hyperparameters make the network heavier. We also suggest exploring 

2D architectures. The 2D approach allows for exploring alternative seismic forward 

modeling methods like the point-spread function-based convolution (PSF) (Lecomte, 

2008), which contains information about acquisition aperture and is not computationally 

expensive. Jing et al. (2023) evaluated the differences of using the 1D convolutional 

model and the PSF in seismic forward modeling for fault detection using deep learning 

methods. They concluded that the network trained with the PSF performs best in field 

seismic data. We encourage a similar comparison for seismic impedance inversion. Given 

the advances in 2D and 3D synthetic seismic data generation (Wu et al., 2019; Wu et al., 

2020; Vizeu et al., 2022), more robust deep neural networks can be employed to solve 

geophysical problems with improved spatial information. 

Our method can be extended to pre-stack inversion. Sun et al. (2023) observed 

that the CNN-based amplitude versus angle (AVA) inversion performs better than the 

traditional linear and non-linear AVA inversions. Furthermore, CNN-based inversion is 

also applicable in the depth domain, as it does not impose any assumptions specific to the 

seismic domain. Depth-domain inversion is advantageous as it saves the efforts of 

converting the depth-migrated seismic data to the time domain to perform the inversion 

(Singh, 2012). Moreover, the point-spread function-based convolution can be adopted 

instead of the 1D convolutional model, and the inversion in the depth domain can be seen 

as a least-squares migration in the image domain (Letki et al., 2015). CNN-based depth-

domain inversion also overcomes the loss of high-frequency content when converting 

from time to depth (Niu et al., 2023). 

The approach shown is also expansible to the stochastic case. The stochastic 

seismic impedance inversion is advantageous for reservoir characterization as it 

quantifies uncertainty through realizations (Azevedo and Soares, 2017; Grana et al., 

2022). Goodfellow et al. (2016) highlight that the noise addition to the model weights can 

be interpreted as a stochastic approach to the Bayesian inference. A straightforward 

extension of our approach to stochastic inversion is introducing random noises to the 

inversion subnetwork weights after training. This generates an ensemble of models with 
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different weight configurations, and these perturbed models produce different predictions 

for the same input data, allowing an uncertainty quantification. 

2.4.  Conclusions 

We presented the application of a 1D cycle-consistent CNN for high-resolution 

seismic impedance inversion in the turbidite reservoirs of the Jubarte Field, Campos 

Basin. To train the deep neural network, we utilized geostatistics-based pseudo-wells. 

The inversion subnetwork successfully captured the high-frequency information in the 

pseudo-wells of the test dataset, highlighting the potential of this deep-learning 

architecture to characterize thin-layered intervals. We achieved an excellent internal 

characterization of the turbidite lobes in the application dataset, precisely identifying 

typical acoustic impedance variations associated with vertical and lateral facies changes. 

Usually, the best reservoirs in the field exhibit low acoustic impedance values, 

approximately 5000–5500 m/s.g/cm3, and are surrounded by high acoustic impedance 

bodies related to non-reservoir rocks. The high-resolution estimate provided by the CNN-

based inversion enables the identification of shale with high acoustic impedance inside 

the turbidite lobe drilled by well B. In the eight wells adopted in this study, the estimated 

average correlation coefficient was 0.78. Regarding noise affecting the seismic data, our 

findings also underscore the critical importance of pre-conditioning for seismic inversion 

in this type of application. This occurs because the 1D deep-learning architectures 

struggle with handling lateral connections, and the presence of noise can significantly 

deteriorate the outputs. Lastly, comparisons with the open-loop CNN and the 

conventional model-based inversion revealed that the cycle-consistent CNN produced the 

best acoustic impedance model, evidencing the benefits of integrating modern deep 

learning-based methods into reservoir characterization workflows. 

2.5.  Appendix A 

Conventional seismic forward modeling and inversion are based on the 

convolutional model. The convolutional model gives the linear relation between the 

model parameters and observed data, wherein a seismic pulse can be modeled by the 

convolution of a wavelet with a reflection coefficient series in the time domain. At a 

normal-incident angle, the reflection coefficient is the answer of the subsurface to the 
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contrasts of the acoustic impedance property between overlapping layers. It is described 

as: 

 
ὶὸ

ᾀὸ Ὠὸ ᾀὸ

ᾀὸ Ὠὸ ᾀὸ
ȟ 

(A.1) 

where ᾀὸ Ὠὸ and ᾀὸ are the acoustic impedance of the layers in the incident and 

transmitted ray side, respectively. Considering a weak-contrast medium with ȿὶὸȿ

πȢσ, the reflectivity series ὶὸ is approximately expressed as (Russell, 1988): 
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Discretizing Equation A.2 on a uniform finite-difference grid, it can be written as: 

 ὶ Ὀάȟ (A.3) 

where ὶ ὶȟὶȟȢȢȢȟὶ  in which ὔ is the number of samples of an acoustic 

impedance trace, Ὀ is a first-order derivative matrix, and ά

ὰὲᾀ ȟὰὲᾀ ȟȢȢȢȟὰὲᾀ . Thus, a seismic trace Ὠ is written in the discrete form as: 

 Ὠ ὡὈάȟ (A.4) 

where ὡ is the wavelet convolution matrix. 
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3. Epilogue 

The conclusions presented in Chapter 2 relate to the cycle-consistent CNN 

application for seismic impedance inversion. However, the answers to the two questions 

raised at the end of Chapter 1 are within the manuscript, mainly in the discussion section. 

Therefore, I decided to tackle them specifically in this chapter. 

The first one is why use a complex non-linear network instead of the traditional 

approach. In summary, seismic impedance inversion is a non-linear, non-unique, and ill-

conditioned problem. It can be challenging to accurately define a forward model for a real 

subsurface environment. Conventional seismic impedance inversion, which relies on a 

1D convolutional model, may oversimplify the situation, leading to unstable results that 

are unable to capture the full potential of data. Data-driven seismic impedance inversion 

is powerful when dealing with non-linear mapping operations between seismic traces and 

impedance sequences. CNN properties such as the parameter sharing, jointly with the 

effect of pooling layers, allow the CNN to learn how to perform the inversion process in 

a non-linear fashion, taking advantage of the cascading of non-linear modules, even when 

the training set was built using the linear convolutional model. This approach can simulate 

a more complex relation between data and model parameters, which tends to be more 

analogous to the true modeling and inversion processes that occur in subsurface, 

submitted to several wave-propagation effects. 

This behavior was observed when comparing the results of the CNN-based 

method and the conventional model-based inversion. It is possible to mistake the use of 

a single wavelet for better lateral continuity, but it may only be an approximation achieved 

through a simpler relationship between data and model. On the other hand, the CNN-

based approach effectively captures and models the complex geological features and 

variations present within the subsurface. Therefore, adopting a non-linear neural network 

produces more robust results than the traditional methods. Furthermore, deep learning is 

a field in constant development and new techniques can be addressed to solve seismic 

impedance inversion problems. 

The CNN-based inversion performed better quantitatively than the other methods 

presented. Despite the similarities, I observe a better vertical resolution in the result. It 

also had good statistical metrics, with a more homoscedastic behavior, showing a 

predominantly constant variance of errors across the observations. This indicates the 
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predictive power throughout most of this method, where the cycle-consistent CNN 

learned how to perform the domain conversion. A pitfall  in the inversion that has not been 

overcome yet is the need for the low-frequency model. In this research, well H was set as 

a blind test, and the local sill of values was biased, reinforcing the need for the low-

frequency model even in this deep-learning approach. 

The world progresses, but it does so while orbiting around the sun. Some methods 

found their applicability several years after being proposed. This occurs for different 

reasons, such as technological advancements, better computational resources, or simply 

because one discovers that some algorithm is ideally suited for a specific application. I 

consider that deep-learning methods are the near future for several domains, including 

geosciences. In the next few years, exciting publications can break paradigms and change 

the way that things were done before. Thus, keeping up the research is the key to 

progressively building knowledge. 
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